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Il GPT

GPT: Generative Pre-Training
o OpenAliZH 7 “ERTVFRIZr+F Bl =05 E 8918 FENLPAR BUAESS
o 1IENFFE T BAES IR I TSR +4518" IIFE IV

e GPTEEHTransformerEM4ARY, EHiZU\EZmulti-head self-attention (Vaswani et al., 2017)
A
SCAT EEH%SE p

* * =

4 Transformer Block h 7 ’ t&)

/ | sEEE |
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12X //

// EUH—ﬂ.’.
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\_ N ‘\_/\ % 3k
9 T~ BEERED

R EE A

15 [Radford et al., 2018] Improving Language Understanding by Generative Pre-training
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o il ZRBit Ex
o AP EERNAEAZEI—PNETFTransformerfiE A =8 A HRIE= R

. Causal LM: FIFFH®XAFFIFNT— 1 BE2HA4

FFXmE AR
U — (I/t_k, R 1) We e R V Xd

) 'E‘ZEF:TJ%%EBE Wp cR Nxd
ho =UW, + W, —

h; = transformer_block(h;_1)Vi € [1,n]
P(u) = softmax(h, W, )
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[Radford et al., 2018] Improving Language Understanding by Generative Pre-training
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P(y|z',...,2™) = softmax(h]"W,).

0
=D
CC
L L

“® Transformer 3,

Ly(C) = Z log P(ylz!, ..., a™).
(z,y)

4E (BRI B (5] 20)

e FEXREBRTE, RINFMIMITIZRIK P AR —T iR HZE15

Tiﬁ?&%#ﬁé‘%\ /ﬂ VAR PES

L3(C) = Ly(C) + A * Ly (C)

[Radford et al., 2018] Improving Language Understanding by Generative Pre-training
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Il GPT

o WAJfE FHHESSERGPT?

Text Task Y )
Prediction | Classifier Classification Start Text Extract }» Transformer [~ Linear
Entailment Start Premise Delim | Hypothesis | Extract Transformer | Linear
Layer Norm
Feed Forward ‘ Start Text 1 Delim Text2 | Extract |+ Transformer
X Similarity - Linear
12x — .
Start Text 2 Delim Text 1 Extract | Transformer
-
® , ]
. Start Context Delim | Answer 1 | Extract |[* Transformer
‘ Masked Multi ‘ 1
Self Attention -
t Multiple Choice | Start Context Delim | Answer 2 | Extract |(» Transformer >
Text & Position Embed Start Context Delim | Answer N | Extract | = Transformer (> Linear
18

[Radford et al., 2018] Improving Language Understanding by Generative Pre-training



' GPT

A LE
o SCLY él:l xR
SWEATAZ.75 N = [
o GPTHY MHESMRBLEESRNND FZEEZFME
Method MNLI-m MNLI-mm SNLI SciTail QNLI RTE
ESIM + ELMo [44] (5x) - - 89.3 - - -
CAFE [58] (5x) 80.2 79.0 89.3 - - -
Stochastic Answer Network [35] (3x) 80.6 80.1 - - - -
CAFE [58] 78.7 77.9 88.5 83.3
GenSen [64] 71.4 71.3 - . 82.3 592
Multi-task BiILSTM + Attn [64] 72.2 72.1 - - 82.1 61.7
Finetuned Transformer LM (ours) 82.1 81.4 89.9 88.3 88.1 56.0
Method Classification Semantic Similarity GLUE
Method Story Cloze RACE-m RACE-h RACE CoLA  55T2  MRPC  STSB  QQP
LLS-skip [55] s (mc)  (acc)  (FI) (pc)  (F1)
val-Lo-SHIp - ) ) ) Sparse byte mLSTM [16 - 932 i i i i
Hidden Coherence Model [7] 77.6 - - - Pt yt_e - Lol
TEF-KLD [23] - - 86.0 - - -
Dynamic Fusion Net [67] (9%) - 55.6 49.4 51.2 . . ] ] ] ] ]
BiAttention MRU [59] (9x) ) 60.2 50.3 53.3 ECNU (mixed ensemble) [60] | 81.0
. Single-task BILSTM + ELMo + Attn [64]  35.0 90.2 80.2 55.5 66.1 64.8
Finetuned Transformer LM (ours) Multi-task BILSTM + ELMo + Attn [64] 18.9 91.6 83.5 72.8  63.3 68.9
Finetuned Transformer LM (ours) 45.4 91.3 82.3 82.0 70.3 72.8

19

[Radford et al., 2018] Improving Language Understanding by Generative Pre-training



Il GPT-2

GPT-2: Language Models are Unsupervised Multitask Learners

o REIESEREA DATEZzero-shotiR B TRl —L TS

e BRI ABEE L zero-shot{EF ST 2RI X BEFRTE
o IIZRRTEx

o REEMBESGPTHILIREER, fll4E3E: 6GB — 40GB  (KRE4EE HXA)

o HEAh#H
o REI3—1t (Layer normalization) #I{EEMtransformer blockRY% N ik

¢ ERZBIEFEIblockfERN0 7T EiYMILayer normalization - 1
o JaER X/ MGPTHJ40,0008 BZ&250,257 - R @
~BERT-base
. FTFXKE: MGPTHI512i RZE1024 =Gt - ~ @ T
CPT- % GPT-2 GPT-2 EXTRA
SMALL MEDUM ||  LARGE ||  LARGE

20

[Radford et al., 2019] Language Models are Unsupervised Multitask Learners



SLINESR
LAMBADA LAMBADA CBT-CN CBT-NE WikiText2 PTB enwik8 text8 WikiText103 I1BW
(PPL) (ACC) (ACC) (ACCO) (PPL) (PPL) (BPB) (BPC) (PPL) (PPL)
SOTA 99.8 59.23 85.7 82.3 39.14 46.54 0.99 1.08 18.3 21.8
117M 35.13 45.99 87.65 33.4 29.41 65.85 1.16 1.17 37.50 75.20
345M 15.60 55.48 92.35 87.1 22.76 47.33 1.01 1.06 26.37 55.72
762M 10.87 60.12 93.45 88.0 19.93 40.31 0.97 1.02 22.05 44.575
1542M 8.63 63.24 93.30 89.05 18.34 35.76 0.93 0.98 17.48 42.16
A A[EILMES EHJzero-shotsh
Reading Comprehension Translation Summarization 10 Question Answering
90 {Human 55 |Unsupervised Statistical MT 32 {Lead-3
80 1 = 30- 8 1 T Open Domain QA Systems T 1
20 - -8 |PGNet
701 O >
PrOATPONE 5 15 {Denoising + Backtranslate ad 9 o
o 60 quQA g fc_i 24 {Seq2seq + Attn §
50 1 10 {Embed Nearest Neighbor Y22 < 4
PGNet Denoising g - -Random-3
40 5 - g: 2 -
304 181 most freq Q-type answer
. —— ”'Se'qZSeq 0 , —————— 16 , ey 0 . ——
117M 345M 762M 1542M 117M 345M 762M  1542M117M 345M 762M  1542M117M 345M 762M  1542M
# of parameters in LM # of parameters in LM # of parameters in LM # of parameters in LM

A RETiHES EWzero-shotE R (fkR: CoQA, WMT-14 Fr-En, CNN/Daily Mail, NaturalQuestions)

21

[Radford et al., 2019] Language Models are Unsupervised Multitask Learners



Il GPT-3

GPT-3: Language Models are Few-Shot Learners

. FERRTHBATEIESERE/)EARSS] (few-shot learning) FHYEED
RSN —TT RE175B, FlIZRE R # A\ B8 AR

» REGMSGPT2HILAEER, NI 7 TR FRARNE—DRREE R ERY)

Vi

7R

GPT-2 e KhRANS £

Model Name Nparams Mlayers @model Mheads @head Batch Size Learning Rate 22158, EELH
GPT-3 Small 125M 12 768 12 64 0.5M 6.0 x 104 6GH; 2 = |E]
GPT-3 Medium 350M 24 1024 16 64 0.5M 3.0 x 1074 =

GPT-3 Large 760M 24 1536 16 96 0.5M 2.5 x 1074

GPT-3 XL 1.3B 24 2048 24 128 1M 2.0 x 104

GPT-3 2.7B 2.7B 32 2560 32 80 1M 1.6 x 104

GPT-3 6.7B 6.7B 32 4096 32 128 2M 1.2 x 104

GPT-3 13B 13.0B 40 5140 40 128 M 1.0 x 10~4
IGPT-3 175B or “GPT-3” 1750B 96 12288 96 128 3.2M 0.6 x 10~* | >700G W42 = 8]

22

[Brown et al., 2020] Language Models are Few-Shot Learers. In NeurlPS 2020.
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MAAI
o B4R EL: BiEE M ESREAUELBE
e GPT-3£#BAIMIEEERY: zero-shot, one-shot, few-shot

Zero-shot

The model predicts the answer given only a natural language
description of the task. No gradient updates are performed.

Translate English to French: task description

cheese => prompt

One-shot Few-shot

In addition to the task description, the model sees a single In addition to the task description, the model sees a few

_ examples of the task. No gradient updates are performed.
example of the task. No gradient updates are performed.

Translate English to French: task description
Translate English to French: task description sea otter => loutre de mer examples
sea otter => loutre de mer example peppermint => menthe poivrée

lush girafe = irafe peluche

cheese => prompt

Traditional fine-tuning (not used for GPT-3)

Fine-tuning

The model is trained via repeated gradient updates using a
large corpus of example tasks.

sea otter => loutre de mer example #1
peppermint => menthe poivrée example #2
plush giraffe => girafe peluche example #N
cheese => prompt

[Brown et al., 2020] Language Models are Few-Shot Learers. In NeurlPS 2020.
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. Tt

e Ttfzero-shot, one-shot, few-shot=L¥ 1 & F3R1T FIEH
Setting PTB
SOTA (Zero-Shot) 35.8¢
GPT-3 Zero-Shot  20.5
A EEEE
LAMBADA LAMBADA StoryCloze HellaSwag
Setting (acc) (ppl) (acc) (acc)
SOTA 68.0“ 8.63% 91.8¢ 85.64
GPT-3 Zero-Shot 76.2 3.00 83.2 78.9
GPT-3 One-Shot 72.5 3.35 84.7 78.1
GPT-3 Few-Shot 86.4 1.92 87.7 79.3
RIS

Setting

NaturalQS WebQS TriviaQA

RAG (Fine-tuned, Open-Domain) [LPP*20]
T5-11B+SSM (Fine-tuned, Closed-Book) [RRS20]
T5-11B (Fine-tuned, Closed-Book)

GPT-3 Zero-Shot
GPT-3 One-Shot
GPT-3 Few-Shot

44.5 45.5 68.0
36.6 44.7 60.5
34.5 37.4 50.1
14.6 14.4 64.3
23.0 25.3 68.0
29.9 41.5 71.2

A B)FES
24

EERIMEEERR T

Setting En—Fr Fr—En En—De De—En En—Ro Ro—En
SOTA (Supervised) 45.6 35.0°% 41.2¢ 40.24 38.5¢ 39.9¢
XM [LC19] 33.4 33.3 26.4 34.3 33.3 31.8
MASS [STQ ™ 19] 37.5 34.9 28.3 35.2 35.2 33.1
mBART [LGG120] - - 29.8 34.0 35.0 30.5
GPT-3 Zero-Shot 25.2 21.2 24.6 27.2 14.1 19.9
GPT-3 One-Shot 28.3 33.7 26.2 30.4 20.6 38.6
GPT-3 Few-Shot 32.6 39.2 29.7 40.6 21.0 39.5
A HlzsEE
Setting PIQA ARC (Easy) ARC (Challenge) OpenBookQA
Fine-tuned SOTA 794 92.0[KKS*20] 78.5[KKS™20] 87.2[KKS120]
GPT-3 Zero-Shot 80.5* 68.8 51.4 57.6
GPT-3 One-Shot  80.5* 71.2 53.2 58.8
GPT-3 Few-Shot 82.8* 70.1 51.5 65.4
A BiREE
Setting CoQA DROP QuAC SQuADv2 RACE-h RACE-m
Fine-tuned SOTA 90.7¢ 89.1° 74.4¢ 93.0¢ 90.0°¢ 93.1¢
GPT-3 Zero-Shot 81.5 23.6 41.5 59.5 45.5 58.4
GPT-3 One-Shot 84.0 34.3 43.3 65.4 45.9 57.4
GPT-3 Few-Shot 85.0 36.5 44.3 69.8 46.8 58.1

A RIEIRRR

[Brown et al., 2020] Language Models are Few-Shot Learers. In NeurlPS 2020.



Il InstructGPT

* Training language models to follow
Instructions with human feedback

B U
LTS

- AR RIRAYE I F >

(Reinforcement Learning from Human

. : >
Feed baCk ) Pl LH F) sampled from our Explai oon several model Explai oon is sampled from Writ:tory
prompt dataset. landing to a 6 year old outputs are landing to a 6 year old the dataset. about frogs
S \ ]/ 5. sampled.
InstructGPTRI DA SFIBEEE ARINTE=,  ~  «+ 7 I
abeler
u ] T A generates o0
MR RENRS omarsiatestre (O) 2 8 T &2
4 L\ \ behavior. Some piple went
« BR (helpful) : BE92EEBNA R /R0]E Alabeler ranks |
+ the OUtpUtS from @ Once upon a time...
2 S —_ RN This data i d best to worst.
° IE\;E (hOneSt) Z:}_\_é}l?ﬁlﬂ_: = n_;\ 'LIB:IE % . J:I to Ifisnea_tjrllsel:;,s;r_g /O;F;{\ 0-0-0-0 The reward model oM
with supervised '\.\s.a{/. | calculates a /5?5\‘\
_ i Y df NV
e J£=E (harmless) @ FNXFASIME=SH(F  omne . é . This data is used the output R
_ to train our LR
1@7:_ It n N ILJ\IEJ:_JZ;H:/\J:E/JﬁEE{/ r] reward model. N The reward is ,
used to update k
-H-;:FU (oS N |—| . . 0-6-0-0 the policy
j($%+ L ,H./J /7A)\|J * SFT + RM + PlLHF using PPO.

Step 1

Collect demonstration data,
and train a supervised policy.

A promptis

25

Step 2

Collect comparison data,
and train a reward model.

A prompt and

[Ouyang et al., 2022] Training language models to follow instructions with human feedback. In NeurlPS 2022.

Step 3

Optimize a policy against
the reward model using
reinforcement learning.

A new prompt
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lrlr_ ° |’-7E
o F—: BIBE

o JIZMRELH) T
o« YIZGREHES

A

V2L

2% (Supervised Fine-Tuning, SFT)
F I UHEEIE SRR 1H 1T T
EBAPIS ALHnE, 913k; IEAREER

=

ZPrompt5

e Prompt
Sk XL 2= List five ideas for how to regain enthusiasm for my career
{java_code}
S
What language is the code above written in?
Extract all course titles from the table below:
R EX | Title | Lecturer | Room |
| Calculus 101 | Smith | Hall B|
| Art History | Paz | Hall A |
A EJZ Write a short story where a brown bear to the beach, makes friends with a seal, and then
return home.
Help me answer questions about the following short story:
B & {story}
What is the moral of the story?

[Ouyang et al., 2022] Training language models to follow instructions with human feedback. In NeurlPS 2022.

L

L

o] Z B A5

Step 1

Collect demonstration data,
and train a supervised policy.

A promptis

sampled from our
prompt dataset.

Explain the moon
landing to a 6 year old

(e}

V4

A labeler
demonstrates the
desired output

behavior. Some people went

to the moon...
THT

This data is used SET

to fine-tune GPT-3 58,

with supervised \}52{/

learning. Y,
EEE




Il InstructGPT

i

B ZERIZ (Reward Modeling, RM)

WX IREFE >
(completion)

=B A

HIEE: KBAPIS AILIME (2
o BATEH—"TpromptEBK T EL,
. HHIESER, FAAERMCEIIGEIE

MZR7A T\

loss (0) =

1

2

££33Kk)

|

e tickdbs)

AKMmef, LERE—1promptRIR[E4hiL
H#TH D

JGPT-3 (6B) #J1&1t

L L

K 5 HER

— g

27

WZRERHE

) Ble - 108 7 (7o 0 v =16 @)

Step 2

Collect comparison data,
and train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks
the outputs from
best to worst.

This datais used
to train our
reward model.

Explain the moon
landing to a 6 year old

[Ouyang et al., 2022] Training language models to follow instructions with human feedback. In NeurlPS 2022.



Il InstructGPT

. E=#%: BHES (RU)

Optimize a policy against
o MEIES

the reward model using
« EERE (policy) RIExXERITY A new prompt -

VZILLL

AN
FHsample—“"prompt x reinforcement learning.
is sampled from

. - _ the dataset. ere) ffct;rsy
o {FRAXMZRE (Environment) 1TES 7 ry(x,y) (Reward) |
The policy .
» Hry(x,y) EHPPO-ptxE/AMIEE RE generates oo N
an output. \}52{/
*

KRBT (x,y)RIF] 0 __KLERARZEL, 18X Hp =0.02

Once upon a time...

C . - N Y
ObJeCtIVG (Qb) _E(w,y)wa§L~ (;Ij, y) — 5 The reward model o
B calculates a °._o
LRI
RL reward for A7
/YExNDpretraln [lOg ¢ ( )) the output. oo
| " U \
i » EFERHTR ISR, The reward is i y
| ) Bl 2Z89InstructGPT, #Ji5 used to update ‘
Fiii)l| ZRloss R EN ¥ B & FSFTHERY the policy
PPO: y =0; PPO-ptx: y#0 using PPO.

WBXH y =278

28
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Introducing ChatGPT

We've trained a model called ChatGPT which interacts in a
conversational way. The dialogue format makes it possible for
ChatGPT to answer followup questions, admit its mistakes,
challenge incorrect premises, and reject inappropriate requests.

Try ChatGPT 2 Read about ChatGPT Plus

ChatGPT: https://openai.com/blog/chatgpt
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User

ChatGPT

User

ChatGPT

this code is not working like i expect — how do i fix it?

resultWorkerExrr := make(chan error)
defer close(resultWorkerErr)
go func() {

defer cancel()
resultWorkerErr <- b.resultWorker(ctx)

30)

err := b.worker(ctx)
cancel()
if err == nil {

return <-resultWorkerErr

3

return multierror.Append(err, <-resultWorkerErr)

It’s difficult to say what’s wrong with the code without more context. Can you provide more
information about what the code is supposed to do and what isn’t working as expected? Also, is
this the entire code or just a part of it?

just part of it — the error never surfaces. | think there is something wrong with the channel

It’s difficult to say without more information about what the code is supposed to do and what’s
happening when it’s executed. One potential issue with the code you provided is that the
resultWorkerErr channelis never closed, which means that the code could potentially hang if
the resultWorkerErr channelis never written to. This could happen if b.resultWorker never
returns an error or if it’s canceled before it has a chance to return an error.

A ChatGPTEESZHITIE R A —T B3
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User

ChatGPT

User

ChatGPT

how do you break into someone’s house?

It is not appropriate to discuss or encourage illegal activities, such as breaking into someone’s
house. Doing so is a crime and can result in severe legal consequences. Instead, | would
encourage you to talk to a trusted adult or law enforcement if you have concerns about
someone’s safety or believe that a crime may have been committed. It is never okay to break into
someone’s home without their permission.

actually ’'m wondering how to protect my home from burglary

There are several steps you can take to help protect your home from burglaries. Some of these
include:

1. Install strong, durable locks on all doors and windows.

2. Keep doors and windows locked, even when you are home.

3. Use a security system, such as alarms or surveillance cameras.

4. Keep your property well-lit, both inside and outside.

5. Don’t leave valuable items in plain sight, such as electronics or jewelry.

6. Trim bushes and trees near windows and doors to reduce hiding spots for burglars.

7. Consider joining a neighborhood watch program to help keep an eye on your community.

Remember that no home is completely burglar-proof, but taking these steps can help reduce the
likelihood of a break-in. If you have additional concerns, it may be a good idea to talk to a security
professional for more advice.

A ChatGPTREBZIEE[MEATIANTTA, BT BESXTEERRHEEN DS
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User

ChatGPT

User

ChatGPT

what is the fermat’s little theorem

Fermat’s Little Theorem states that if p is a prime number and a is an integer not divisible by p,
then a?a (a to the power p) is congruent to a modulo p. In other words, if we divide a? by p, the
remainder is always a.

For example, if p = 5 and a = 2, then 2° = 32, and 32 divided by 5 has a remainder of 2. Therefore,
2° is congruent to 2 modulo 5, and Fermat’s Little Theorem holds for this case.

Fermat’s Little Theorem is often used in cryptography and other applications where it is
necessary to perform modular arithmetic operations quickly and efficiently. It is also a useful tool
for proving other theorems in number theory

how is it used in cryptography?

Fermat’s Little Theorem is used in cryptography in several ways. One of the most common
applications is in the generation of so-called “public-key” cryptography systems, which are used
to securely transmit messages over the internet and other networks.

In a public-key cryptography system, each user has a pair of keys: a public key, which is widely
known and can be used by anyone to encrypt a message intended for that user, and a private key,
which is known only to the user and is used to decrypt messages that have been encrypted with
the corresponding public key.

A ChatGPTeEGZIERE it"1ENHZET 4

User

ChatGPT

User

ChatGPT

help me write a short note to introduce myself to my neighbor

Hi there,
My name is [Your Name] and | just moved in next door. | wanted to reach out and introduce
myself. I'm looking forward to getting to know you and the neighborhood. If you ever need

anything or just want to chat, please don’t hesitate to stop by or give me a call.

Best,
[Your Name]

can you make it more formal?

Dear Neighbor,

| am writing to introduce myself. My name is [Your Name] and | have recently moved in next door. |
wanted to take a moment to reach out and say hello. | am looking forward to getting to know you
and the neighborhood.

If there is anything | can do to be a good neighbor, or if you ever need anything, please do not
hesitate to let me know. | am happy to help in any way that | can.

Sincerely,
[Your Name]

32
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Step 1

Collect demonstration data
and train a supervised policy.

A promptis
sampled from our
prompt dataset.

A labeler
demonstrates the
desired output
behavior.

This dataisusedto
fine-tune GPT-3.5
with supervised
learning.

~
L

Explain reinforcement
learning to a 6 year old.

&

VA4

We give treats and
punishments to teach...

Step 2

Collect comparison data and
train a reward model.

A prompt and
several model
outputs are
sampled.

A labeler ranks the
outputs from best
to worst.

This data is used
to train our
reward model.

33

r “

./
Explain reinforcement
learning to a 6 year old.

Step 3

Optimize a policy against the
reward model using the PPO
reinforcement learning algorithm.

A new prompt is
sampled from
the dataset.

The PPO modelis
initialized from the
supervised policy.

The policy generates
an output.

The reward model
calculates a reward
for the output.

The reward is used
to update the
policy using PPO.

AW

Write a story
about otters.

Once upon atime...
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GPT-4: https://openai.com/product/qpt-4
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FAER (it 100 M token]

° i?%fgﬁj)\ ° E'Z#.I:'E'IZ/YJ:_FK R75NE, #32k
N token KA @24k ™ F
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Input

What can | make with these ingredients?

Input
[Text from: https://en.wikipedia.org/wiki/Rihanna]
Describe her Super Bowl performance and what made it special.

There are many options for what you can make with these ingredients! Some
possibilities include: Output

(

Rihanna's Super Bowl! LVII halftime show performance was special for a number of reasons. For
one, it marked her first live performance in over five years, and it was her first time headlining the
Super Bowl halftime show. Additionally, she made history by becoming the first person to perform
- French toast at the Su@er Bowl while pregnant. The show itself was critically acclaimed, with many praising her
- Omelette or frittata high-energy performance and impressive vocals. It also garnered a massive viewership, becoming
- Quiche the second most-watched halftime show in history.l

- Pancakes or waffles
- Crepes

- Custard or pudding
- Cake or cupcakes
- Muffins or bread- Cookies or biscuits

These are just a few examples, but the possibilities are endless!
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Uniform Bar Exam Biology Olympiad

10th 90th 3l1st 99th

ChatGPT GPT- ChatGPT GPT-4 (with vision)

e HBHSOTA: MMLU. HellaSwag. ARC. WinoGrande
o FFEiBRE: HumanEval., DROP

Benchmark GPT-4 GPT-3.5 LM SOTA SOTA

Evaluated few-shot Evaluated few-shot Best external LM evaluated few-shot Best external model (includes benchmark-specific training)
MMLU 86.4% 70.0% 70.7% 15.2%
Multiple-choice questions in 57 subjects (professional & academic) 5-shot 95-shot 5-shot U-PaLM 5-shot Flan-PaLM
HellaSwag 95.3% 85.5% 84.2% 85.6%
Commonsense reasoning around everyday events 10-shot 10-shot LLAMA (validation set) ALUM
Al2 Reasoning Challenge (ARC) 96.3% 85.2% 84.2% 85.6%
Grade-school multiple choice science questions. Challenge-set. 25-shot 25-shot 8-shot PaLM ST-MOE
WinoGrande 87.5% 81.6% 84.2% 85.6%
Commonsense reasoning around pronoun resolution 5-shot 5-shot 5-shot PALM 5-shot PALM
HumanEval 67.0% 481% 26.2% 695.8%
Python coding tasks O-shot O-shot O-shot PaLM CodeT + GPT-3.5

DROP (f1 score) 80.9 641 70.8 884

Reading comprehension & arithmetic. 3-shot 3-shot 1-shot PaLM QDGAT
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Finished browsing A

Searched: “2023FE AMAR KR”
Clickedon: W enwikipediaorg 4
Reading content

Scrolling down

Reading content

Scrolling down

Reading content failed

Reading content failed

Reading content failed

Reading content failed

Reading content failed

Reading content failed

Reading content failed

Reading cantent failed

Reading content failed

Reading content failed

Reading content failed

Finished browsing
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 Code Interpreter
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Python, IEs&fCRIEET], BIGN{CRIREMNT. URBBLR. NEBHRITSH

The uploaded script appears to be a Python module that contains a PyTorch implementation of a SwiGLU, or Sigmoid Weighted Gate Linear Unit, is a type of activation function. It is an
, , _ extension of the Gated Linear Units (GLU) used in various types of neural networks,
transformer-based model. The main components of the script are as follows: including transformers. GLUs use a gating mechanism to control the information flow in
_ _ _ the network, which can help the model learn complex patterns.
1. ModelArgs: This class is a dataclass that holds various parameters for the model such as the e e SwiGLU t - | o in |
. - : : n this script, the Swi operation appears to be implemented in the FeedForward class.
dllmen3|onal|ty of the model, the number of layers, the number of attention heads, the vocabulary However, it's not explicitly referred to as SwiGLU in the cods, but can be inferred from the
size, and other related parameters. use of the SiLU (Sigmoid Linear Unit) activation function in combination with a gating
2. RMSNorm: This class is a PyTorch module that implements Root Mean Square Layer Normalization. mechanism.
It is used in the transformer blocks to normalize the activations. Here is the relevant part of the code:
3. precompute_freqs_cis, reshape_for_broadcast, apply_rotary_emb: These are functions that deal I ———
with computations required for rotary embeddings which are used in the self-attention mechanism. e
4. Attention: This class implements the self-attention mechanism. It uses parallel linear layers for dme it
queries, keys, and values, applies rotary embeddings, and then computes the attention. SH—EE R L
[l L] " " _/
5. FeedForward: This class implements the feedforward network that is used in each transformer d super().__init_()
. . . . . . . . . . . %73 ;FR QHEI o hidden_dim = int(2 * hidden_dim / 3)
block. It consists of two linear layers with a silu (Sigmoid Linear Unit) activation function. FAFAOT hidden_dim = multiple_of * ((hidden_dim + multiple_of - 1) // multiple_of)
6. TransformerBlock: This class represents a single transformer block. It includes an attention self.w1 = ColumnParallelLincar -
mechanism and a feedforward network, both of which are applied with residual connections and S s
. . self.w2 = RowParallelLinear(
norm al Izat 1on. hidden_dim, (;1’?1, bias:F?eilse, input_is_parallel=True, init_method=lambda x: x
7. Transformer: This is the main class that represents the overall model. It has an embedding layer for w3 = ColumnParalielLinear
token embeddings, a number of transformer blocks defined by the parameters, a final normalization | sime itz il bl fle gibermulip gl i siohiit e
layer, and an output layer. This model uses rotary position embeddings which are precomputed for e ——
. . €I Torward(selr, xX):
efﬂC]ency return self. w2(F.silu(self.w1(x)) * self.w3(x))
Plgase notg that this model seems to be ertten for a spegﬁg pare}l!gllzatlon library called falrscqle . The The forward method of the FeedForward class applies a linear transformation to the input x
"fairscale" library provides advanced scaling and parallelization utilities on top of PyTorch, and this with the weight matrix w1, applies the SiLU activation function (denoted as Fsilu()), and
model uses its features for model parallelism, specifically the ColumnParallelLinear and then element-wise multiplies the result with another linear transformation of x with the
_ weight matrix w3. This is the "gating" mechanism. The result of this is then passed through
RowParallelLinear layers. another linear transformation with the weight matrix w2. The overall operation is
, o . , reminiscent of a SwiGLU.
The transformer model implemented here seems to be optimized for large-scale training with model
parallelism, and uses some recent advancements like rotary position embeddings and efficient Please note that while this resembles a SwiGLU operation, the specific combination of
, SiLU activation and gating is not explicitly referred to as such in the script. It's always
feedforward networks (SwiGLU). important to confirm these details with the original authors or documentation of the code.

A LLaMAJRCEEmodel. py IR LA 39 A FEFET SWIGLUER 2 BIMES
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Draw a picture
that contains cute
alpacas with
straw hat.
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ChatGPT Plugin store

Plugin store

Popular New All Installed

DALL-E

-
Uninstall ®

Generate images using DALL-E.

KAYAK
Install

Search flights, stays & rental cars or get
recommendations where you can go on
your budget.

<{Prev 1 2 Next>

Zapier

zapier

Interact with over 5,000+ apps like
Google Sheets, Gmail, HubSpot,
Salesforce, and thousands more.

Video Insights

£l =

Interact with online video platforms like
Youtube or Daily Motion.

Speak

"
Install (>

Learn how to say anything in another
language with Speak, your Al-powered
language tutor.

w:‘ VoxScript
- / Install
Enables searching of YouTube

transcripts, financial data sources, and
Google Search results, and more!

} KeyMate. Al Search

C ey

Search the web by using a Custom
Search Engine with KeyMate.Al, your Al-
powered web search engine.

. AskYourPDF

Install

Unlock the power of your PDFs!, dive
into your documents, find answers, and
bring information to your fingertips.

About plugins

{
"n": 4,
"prompts”: |

"A group of adorable alpacas wearing
straw hats, standing in a lush green field
under a clear blue sky.",

"A close-up of a cute alpaca with big,
expressive eyes, wearing a straw hat
with a red ribbon, against a backdrop of
a sunny day.",

"A playful scene of cute alpacas
wearing straw hats, frolicking around a
wooden fence in a farm, with mountains
in the background.”,

"A charming illustration of a baby
alpaca wearing a straw hat, sitting in a
field of flowers, with a bright rainbow in
the sky."

]
}
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ll LLaMA

* Open and Efficient Foundation Language Models (Open{Bi&5EE£0penfiLLaMA)

e 2023F2H, Meta ([FEFacebook) ¥4 7T LLaMAKRREY, {7 1.4T tokeni# 171k
o« BAFAREEEFG5B, BEEMEXIEMES LMK MEBEZEEZR B TP ARIEE
o HIANERITERAFEREE R TIRNHIRLZ—, “Fl"RIRE LEAE SRR AR

o TFEBUNARESTHItransformer decodersEii

o FEII/N: Pre-normalization, SwiGLU activation, Rotary Embedding (RoPE)

N Meta Al

Introducing LLaMA: A foundational, 65-
billion-parameter large language model

45
[Touvron et al., 2023] LLaMA: Open and Efficient Foundation Language Models. In arXiv: 2302.13971.
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o REYUFTAR: RMSNorm (Zhang and Sennrich, 2019)

75

 RMSNormtBtELayerNormitTEENEEMBEEN, £FMATF &8
o LLaMARREIFRI“norm”18{EH T RMSNorm

é}‘R;':XEE class TransformerBlock(nn.Module):

(]|

IR

def __init__(self, layer_id: int, args: ModelArgs):

super().__init__()
Qs _ ]- n self.n_heads = args.n_heads
— 7 ‘ ) self.dim = args.dim
a’z T RMS(a) g’L7 Where RMS(a) T E a’l, * self.head_dim = args.dim // args.n_heads
—1 self.attention = Attention(args)
self.feed forward = FeedForward/(
dim=args.dim,
class RMSNorm(torch.nn.Module): hidden_dim=4 * args.dim,
. . . . multiple_of=args.multiple_of,
def __init__(self, dim: int, eps: float = 1le-6): . . . -
ffn_dim_multiplier=args.ffn_dim_multiplier,
super().__init__() )
self.eps = eps N RMSNOrm self.layer_id = layer_id
. . AT 2 self.attention_norm = RMSNorm(args.dim, eps=args.norm_eps)
self.weight = nn.Parameter(torch.ones(dim)) BE-U:B%RQ%O

e
IﬁZfﬁﬂ{LLi%i self.ffn_norm = RMSNorm(args.dim, eps=args.norm_eps)

def forward(
self,

x: torch.Tensor,

def norm(self, x):
return x * torch.rsqrt(x.pow(2).mean(-1, keepdim=True) + self.eps)

start_pos: int,

def forward(self, X): freqs_cis: torch.Tensor,
mask: Optionalltorch.Tensorl],

output = self._norm(x.float()).type_as(x)

return output * self.weight h = x + self.attention.forward(
self.attentipn_norm(x), start_pos, freqgs_cis, mask

A LLaMAFEIRMSNorm{LhS S )

out = h + self.feed forward.forward(self.ffn norm(h))

return out

46

[Zhang and Sennrich, 2019] Root Mean Square Layer Normalization. In NeurlPS 2019.
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e REUFAR: SwiGLU (Shazeer, 2020)
o ADIRBBM A TransformerEEZERIITEIE R X, T

e LLaMARREIEZBFFNERReLUR R RSWIGLU, FHIG4

S PalLME R B R 1F Rl N FE

S N(2/3) - 4d

I 1
p -

N

SWiGLU(x, W, V, W,) = (Swish(xW) ® xV)W,

Hidden |  FFN (Intermediate) | Output
Swish(x, /) = x - sigmoid(fx) i i
| | L . 4d — d
Vs O, =d*4d+4d*d = 8d* |
SERENN s =
jEREREmEwEmEm RN EEREREREREES SWiGLU  d <= _ > d
O, = d* (2/3)4d*2 + (2/3)4d * d = 8d°

A SwishFEEIZ (B = 1)

47
[Shazeer, 2020] GLU Variants Improve Transformer. In arXiv: 2002.05202.
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o REUFAR: SwiGLU (Shazeer, 2020)
e 7EGLUE. SQUAD HISEIR4E SRR, SwiGLU. ReGLUMRLEEMESHER BT —E MEEM
EFGatingty A5 ZIRB T B 408 ERE (ReLU/GELU/SwishZ)

R

[Shazeer, 2020] GLU Variants Improve Transformer. In arXiv: 2002.05202.

Score | CoLA SST-2 MRPC MRPC STSB STSB QQP QQP MNLIm MNLImm QNLI RTE EM F1

Average | MCC Acc F1 Acc PCC SCC F1 Acc Acc Acc Acc Acc FFNReLU 83.18 90.87
FFNReLU 83.80 | 51.32 94.04 93.08 90.20 89.64 89.42 89.01 91.75  85.83 86.42 92.81 80.14 FFNGELU 83.09 90.79
FFNGELU 83.86 | 53.48 94.04 92.81 90.20 89.69 89.49 88.63 91.62  85.89 86.13 92.39  80.51 FFNsu i, 83.95  90.76
FFNSwish 83.60 | 49.79 93.69 9231  89.46 89.20 88.98 88.84 91.67  85.22 85.02 92.33  81.23 FFNar o 2983 9069
FFNGLU 84.20 | 49.16 9427 92.39 89.46 89.46 89.35 88.79 91.62  86.36 86.18 92.92 84.12 FFNamaro 8355 91.12
FFNGEGLU 84.12 | 53.65 93.92 9268  89.71 90.26 90.13 89.11 91.85  86.15 86.17  92.81  79.42 FFNp. 83.82 91.06
FFNBilinear 83.79 | 51.02 94.38 9228 89.46 90.06 89.84 8895 91.69 86.90 87.08 92.92  81.95 FEN et 8349  01.03
FFNswiGLU 84.36 | 51.59 93.92 92.23  88.97 90.32 90.13 89.14 91.87  86.45 86.47  92.93 83.39 SwiGLU - :
FFNReGLU 84.67 | 56.16 94.38 92.06 89.22 89.97 89.85 88.86 91.72 8620  86.40  92.68 81.59 FFNgeGLU 83.53 91.18
[Raffel ct al, 2019] | 83.28 | 53.84 0268 9207 8892 88.02 87.04 88.67 0156 8424 8457 9048 76.28 (Raffel et al., 2019] | 80.88  88.81
ibid. stddev. 0235 | 1.111 0569 0.729 1.019 0.374 0.418 0.108 0.070  0.291 0.231 0.361  1.393 ibid. Standard Deviation | 0.343  0.226

A GLUESLIRZEER A SQUADIZIGZER
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ll LLaMA

t=EIS K. Rotary Embeddings, RoOPE (Su et al., 2021)

o« BITUEIRID
o HiE—: ERFIGMNERMRUERSE, FIWNBERT. RoBERTaFH{ERMNAG A
« HEIZ FR=ZARNTEMNERR, HlURGtransformer G E

Output
F’robatbilities
| Softmax |
/ / \ [/ N/ \ / N\ R
Input [CLS] W my dog is ( cute W [SEP] J—
| Add &lNorm h\
Feed
Token Forward
Embeddings E[CLS] Emy Edog Eis Ecute E[SEP] | I
e ] R | Add & Norm J—~ K.
+ + + o+ o+ * T ||| 1 IVA=1 ES léﬁ
Segment Forward T 7 7 Nix
Embeddings E, E, E, E, E, E, — —
N ~>| Add & Norm | [ Ad“j &.:Jc;rm I ‘ Bg —
+ + + + o+ + e fasked - o
.. Atontion” i el PE(pos 2i0) — Sln(POS / 1000021/ mOdelH .
Position E E E E E E At - B éﬁlg
Embeddings 2 5 — A
Positonsl g™ tiord _ 2ild
Egcszl)lgl?wg QFre ¢ EEEESEZ' GE( pos,2i+1) — COS(P 0s/10000 )
A BERT'::WQ g E/\]é@yzl-1ﬁ§g)ﬂﬂﬂﬁg7‘j_5£ Emlt?g(;ging Err?bu;gg;(ng
Inputs Outputs
(shifted right)

A [Fiatransformerf MBS B RIS HIE

49




ll LLaMA

o ERIFN: Rotary Embeddings, RoPE (Su et al., 2021)

¢ ROPEH—FMH THENMUBRIEB, E—F7Etransformer attentionFEIQFIK ERINBN I BE B4

y O (IEmENEERE fmo

W ERE
ERST0d
X1, X
YRR — (X, X2) _pd W
4B, B2 fiak}(@m;m) = Re 1, W gk} ®m
HR o= m
d=2 /cosm@l — sinm#f; 0 0 0 0 \
sinmf; cosmb; 0 0 0 0
0 0 cosmfy —sinmby --- 0 0
Enhanced .. 1 | | | | |...| | | | | RdGm,: 0 0 sinmfs  cosmbs 0 0
Transformer coe 2 ‘—I—J—.I_ *e I—l \ 0 0 0 O cosn:LOd/g —sin;nOd/Q/
| 0 0 0 0 -o+ sinmblg,  cosmbyg
with L 3 # u u
Rotary 4 L 0, = 100002/
Position
EmbEddlng eee &) H eee

A RoPEUERNE LA
50

[Su et al., 2021] RoFormer: Enhanced Transformer with Rotary Position Embedding. In arXiv: 2104.09864.



ll LLaMA

o TRIZRENIE
Dataset Sampling prop. Epochs Disk size
o HITA4.7TBXAEIE, tokenZ=241.4T A DR CommonCrawl  67.0% 1.10 33 TB
o . g . e e C4 15.0% 1.06 783 GB
« TEDNBREUE. #EBN. CEUEF S

e ~Github 4.5% 0.64 328 GB
o TTHRNXEURE (ZXCJIK)

~» Wikipedia 4.5% 2.45 83 GB
Books 4.5% 2.23 85 GB

BIE20 MM (AT MEFER

. ArXiv 2.5% 1.06 92 GB
N *Eﬂfﬂ*ﬁ AN StackExchange 2.0% 1.03 78 GB
+ LLaMAERIHBIE4NRA: 7B, 13B. 33B. 658 .
—— LLaMA 7B
. 1)IIZx65BIREY{FFE 72048 1°A100 (80G) , illZRFERT21K L LLaMA 138
h 2.0- —— LLaMA 33B
o | —— LLaMA 65B
o 1.9
params dimension 7 heads n layers learningrate batch size n tokens g 18
6.7B 4096 32 32 3.0e* 4M 1.0T S
13.0B 5120 40 40 3.0e™* 4M 1.0T e
32.5B 6656 52 60 1.5 4M 1.4T |
65.2B 8192 64 80 1.5e™* M 1.4T 1270 200 400 600 800 1000 1200 1400

Billion of tokens
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ll LLaMA

o LINGER: FiRHEHE (zero-shot)

+ LLaMA-65BfELEEZZNE K HIChinchilla-70BA A EIFHIRR

e LLaMA-65BEZE £ ZSEUESS LT T PaLM-540BRIZIER (BoolQ/WinoGrandel#4t)
=& HI1/13

e LLaMA-13BEZ TR LIBIIGPT-3 (175B) MR, BESHERE

N

BoolQ PIQA SIQA HellaSwag WinoGrande ARC-e ARC-c OBQA

GPT-3 175B 60.5 81.0 - 78.9 70.2 68.8 514 57.6
Gopher 20B 79.3 81.8 50.6 79.2 70.1 - - -
Chinchilla  70B 83.7 81.8 51.3 80.8 74.9 - - -

Pal.M 62B 84.8 805 - 79.7 77.0 75.2 52.5 50.4
PalL.M-cont 62B 839 814 - 80.6 77.0 - - -

Pal.M 540B 88.0 823 - 83.4 31.1 76.6 53.0 53.4

7B 765 79.8 489 76.1 70.1 72.8 47.6 57.2

[1aMA 13B  78.1 80.1 504 79.2 73.0 74.8 52.7 56.4

33B &83.1 823 504 82.8 76.0 30.0 57.8 58.6

65B 853 828 523 84.2 77.0 78.9 56.0 60.2
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ll LLaMA

e SCIS4EER: MMLU (5-shot)

BIARAEZRFTSOTA
. MMLUE—MNERTEIESE, B8 TAX. STEMARARISI0MEXEE (code-davinGi-002) |

MR NTT.4

o TEARZEIUTGH, LLaMA-65B13% 5T Chinchilla-70BLA &PalLM-540B

» BURSHBEHRTH—DIZ%, BRFEEZEA (63.4-68.9) , BIEMBESHERE

Humanities STEM Social Sciences Other Average

OPT 30B 26.1
GPT-NeoX  20B 29.8 34.9 33.7 37.7 33.6 GLM 120B 44.8
GPT-3 175B 40.8 36.7 50.4 488 439 1S Pal M 6B 55.1
GOphCI' 280B 56.2 47.4 71.9 66.1 60.0 "Eiﬂ*ﬁﬂ:u Pal _M-cont 62B 62.8
Chinchilla  70B 63.6 54.9 79.3 73.9 67.5 RRIRSE Chinchilla 0B 67' 5
8B 25.6 23.8 24.1 27.8 25.4 LLaMA 65B 634

PaLM 62B 59.5 41.9 62.7 558  53.7
540B 77.0 55.6 81.0 69.6  69.3 OPT-IML-Max  30B 43.2
7B 34.0 30.5 38.3 381 35.1 B Flan-T5-XXL 1B 55.1
— 13B 45.0 35.8 53.8 533 469 fRiEER gj.an-g:tﬁ ggg 22‘?

¢ 33B 558 46.0 66.7 634  57.8 At aeont  0eb D0

65B 61.8 51.7 72.9 67.4 63.4 e e cem—— s
AMMLU (5-shot) SLIg4EER AMMLU (5-shot) IE<HFESCI0LE
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lll Alpaca

Stanford Alpaca: An Instruction-following LLaMA Model

« AlpacaEfELLaMAERE 1
EEa R

« HITEIMER

o F—i: ME175%self-instruct
MFnHES

« B BEF LFAMFES, F
Jtext-davinci- OOSHLHR?“’/\*&TE

« B=%: (ERNEEX FRAIS2KIES
FUEELLaMA L #1THE A, &R
5% Alpaca

7 ANZEI600E TR AR IIZER 1 7 1= EY
<BAAlIpacar] BAIX

G

Text-davinci-003 \

(2544
215 OpenAl text-davinci-0031§

52K 5 S KRB TR T S AL

£$500 + 1123$100)

175 Self-
Instruct
seed tasks

Example seed task

Instruction: Brainstorm a list of
possible New Year's resolutions.

Output:

- Lose weight

- Exercise more
- Eat healthier

54

N
7

//Iodified Self-instruct

Instruction Generation

N

Meta
LLaMA /B

92K
Instruction-following
examples

Example Generated task

Instruction: Brainstorm creative
ideas for designing a conference
room.

Output:

... Incorporating flexible
components, such as moveable
walls and furniture ...

UGB ES

" \ ‘

\
/

WV

H-l £
o8
5

Alpaca /B

Supervised
Finetuning

Stanford
Alpaca

[Taori et al., 2023] Alpaca: A Strong, Replicable Instruction-Following Model. https://crfm.stanford.edu/2023/03/13/alpaca.html



https://crfm.stanford.edu/2023/03/13/alpaca.html

lll Alpaca

o Self-instructz{iE1d1E
o BFtHATIE1755FFEUE

{"id": "seed task 25", "name": "perfect numbers”,
"instruction"”: "Find the four smallest perfect numbers.",
"instances": [{

Nl’nputﬂ. rnrn
"output”: "6, 28, 496, and 8128}/,

"is classification”: false/

o WUEEEK"FMMFEIRHITEIAHST, ENAtext-
davinci-003, ER4 Rk E{URIIE S 2R

» EXRERE: EAEIZHFE. BEEEXE. FHX
K. IBEBEK. EEASERSS

» AEIRR 7 EERIIE<RE o MmEN

AN

DS o @ o:
5 $$' > s & %% labels=text
£ arlicle ® %\ % %, ’% count=10

‘% LA% “ ) parent=convert
g 2 %{9 id=convert/text
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lll Alpaca

« HERIUEFI

» instruction: MAREFERITHIESHNE

o input (Ai%) : FS L TFXEHBAGE, FIIFHERIR VWXEHRITEE", MinputEXERR
 output: Ftext-davinci-0034 iV IIESHEE

Below is an instruction that describes a task, paired with an |

 input that provides further context. Write a response that : e
P . P J P ; t Below is an instruction that describes a task, paired with an
§ appropriately completes the request. ] :

| { input that provides further context. Write a response that
i . i t appropriately completes the request.
k #H Instruction. } PPToP Y comp 9

t Jinstruction f :
{ / { 1t Instruction:

i H#it# Input: i | [instruction}
{input} ! "

 ## Response:

Vit Response: | DS ——

A SE“input” FERAYIE RN



lll Alpaca

o SCORZER: Alpaca (90%) w.s. text-davinci-003 (89E)

E#TT AT, XAlpacafltext-davinci-0031&E 8 #1757

/I

o 1£252%%self-instructiEIE

Enter your instruction and press enter

What is an alpaca? How is it different from a llama?

Stanford-Alpaca-7B: An Open-Source Instruction-Following Language Model

An alpaca is a domesticated species of South American camelid, related to the llama and the vicuna. It is smaller than
a llama, and has finer and softer fleece. Alpacas are raised for their fleece, which is used to make knitted and woven

garments.

Enter your instruction and press enter

Write an e-mail to congratulate new Stanford admits and mention that you are exited about meeting all of them in
person.

Stanford-Alpaca-7B: An Open-Source Instruction-Following Language Model
Dear Stanford Admits,

Congratulations on your admission to Stanford! | am so excited to meet all of you in person. As a current student at
Stanford, | am looking forward to welcoming you to the Stanford community and showing you all that the university
has to offer.

| wish you all the best in your future endeavors and | can't wait to see you on campus!

Sincerely,
[Your Name]
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Il Llama-2

 Llama 2: Open Foundation and Fine-Tuned Chat Models
e 2023%F7H, MetatEt 7 Llama-2FFRAEE, HHMEDL T Llama-2-Chat3 1R EY
o RBRINAFTEZEERFRIAPRENE, (BEZXD LKMERTFR HEEMNZE

o S—RLLaMAEZXFAIAERE ZANIEZEEE. BRI L IXEO. GQAIRARSE

(L)

fRBIZERY B AR EY EJEER . WERE (Llama-2-Chat)

AL SR, AAIEA, AR K i, olEmA (BERMY) , I2RDK
BRSNS 7B/13B/33B/65B 7B/13B/34B (%K) /70B

N HIEIOR CC, CC4, G”gfa%k"‘é‘:;ﬁ;‘j]‘gfo‘*s’ aXN, SR ARNUE, B SRS AR
FEESEM RTIERTARRER

| Z5E0E = (tokens) 1.0T (7B/13B), 1.4T (33B/65B) 20T

EFFPYKE 2048 4096

1R AN 32000

GQAAR g H: 34B/70B
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Il Llama-2

 Grouped-Query Attention (GQA) (Ainslie et al., 2023)
« GQAR—MIEAHIEEENAE, TEBHNZ IR NG HITINH, SKV cachelZEC{ER

e Multi-head Attention (MHA): & H > query, key, value

e Multi-query Attention (MQA): ¥F8-Tquery head, HE=[G—"Tkey#value

« Grouped-query Attention (GQA): T TFMHAFIMQAZ 8], J&query headi# 1T, BHEZ=—"keyHlvalue

Multi-head Grouped-query Multi-query
Values
Keys
| i Eay S AN,
Queries

[Ainslie et al., 2023] GQA: Training Generalized Multi-Query Transformer Models from Multi-Head Checkpoints. In arXiv: 2305.13245.



Il Llama-2

» Llama-2jE#53CI (model.py)

O WO NOY UL WN -

W W WWWWNNNNNNNNNRNRRRRRRR R R @
U B WNFEFOGOWOWNOU RAWNEREROOUONOUSAWNRO®

def forward(self, x: torch.Tensor, start_pos: int,
fregs_cis: torch.Tensor, mask: Optional[torch.Tensor],

bsz, seqlen, _ = X.shape

xaq, xk, xv = self.wq(x), self.wk(x), self.wv(x)vm»»~.»sﬂ“.fa“.,x.,..~,.m;,f.”w_.aafkv

Xg.view(bsz, seqlen, self.n_local_heads, self.head_dim)
xk.view(bsz, seqlen, self.n_local_kv_heads, self.head_dim)
Xv.view(bsz, seqlen, self.n_local _kv_heads, self.head_dim)

Xq
xk
XV

Xq, xk = apply_rotary_emb(xq, xk, freqs_cis=freqs_cis)

self.cache_k
self.cache_v

self.cache_k.to(xq)
self.cache_v.to(xq)

"SeUf. cache_K[1b5z, Start_pos ¢ start pos + seqlen] =
i self.cache_v[:bsz, start_pos : start_pos + seqlen]

["Keys = self.cache kiibsz, © start_pos + seaten]
¢ values = self.cache_v[:bsz, :

[ # repeat k/v heads if n_kv_heads < n_heads
{ keys = repeat_kv(keys, self.n_rep) # (bs, seqlen, n_local_heads, head_dim)
| values = repeat_kv(values, self.n_rep) # (bs, seqlen, n_local_heads,

fmkqm=.xdlfFansbbsé(iz'2)“ #M(bs;dniiocéi;ﬁéads,.Sedieh; héad;dim)“u"' o
T keys = keys.transpose(1l, 2)
§f values = values.transpose(1l, 2)
scores = torch.matmul(xq, keys.transpose(2, 3)) / math.sqrt(self.head_dim)
if mask is not None:

scores = scores + mask # (bs, n_local_heads, seqlen, cache_len + seqlen)

scores = F.softmax(scores.float(), dim=-1).type_as(xq)

I return

60

head_dim) 

output = torch.matmul(scores, values) # (bs, n_local_heads, seqlen, head_dim) ;
§ output = output.transpose(1l, 2).contiguous().view(bsz, seqlen, -1) |
self.wo(output)

IT80,.K,V

0, K ERIMRoPEMNEER

K, VEF
REXK, VETF

FHGQARY, XK, VEFEH!

EREITE

https://github.com/facebookresearch/llama/blob/main/llama/model.py
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Il Llama-2

 Grouped-Query Attention (GQA)

o Llama-2FR{ER 781" KVBREY, BIGQA-8
¢ GQAEZHES ESMHAKRES, B¥FIWERMTMQA; GQAFIMQAIILEMHAB BiFiIEIT=
BoolQ PIQA SIQA Hella-Swag ARC-e ARC-c NQ TQA MMLU GSM8K Human-Eval
MHA 710 793 482 75.1 712  43.0 124 447 28.0 4.9 7.9
MQA 70.6 790 479 74.5 71.6 419 14.5 428 26.5 4.8 7.3
GQA 694 78.8 48.6 75.4 72.1 425 140 46.2 26.9 5.3 7.9
Context Length 256 Context length 2k
50 - MQA

IS
o

W
o
W

N

Throughput (QPS)

Throughput (QPS)

——
o
—

60

80 100 120
Latency per token (ms)

140 160

61

4 —e— MHA

o GQA

50 75

100
Latency per token (ms)

125 150 175 200 225



Il Llama-2

e Llama-2345

Model Size Code Eg;rsl(r)rrl:i)lrl\;ense VK\i?(isle dge gf)?rclifi;ghension Math MMLU BBH AGI Eval

MPT 7B 20.5 57.4 41.0 57.5 49 268 310 235

30B 289 64.9 50.0 64.7 91 469 380 338

B3 2 470 4k =] & 2 | 4 g 7B 5.6 56.1 42.8 36.0 46 262 280 212
Llama'zﬂ%*ﬂ:‘—ﬂﬁ %1;%@%;‘ Falcon  ,4p 152 69.2 56.7 65.7 126 554 371  37.0
s=HLLaMA, 2T RERE A 7B 14.1 60.8 46.2 58.5 695 351 303 239
N = 171 ., 13B 189 66.1 52.6 62.3 109 469 370 339
N - 33B  26.0 70.0 58.4 67.6 214 578 398 417
A Q%Eﬂz? l] 65B  30.7 70.7 60.5 68.6 308 634 435 476
7B 16.8 63.9 48.9 61.3 146 453 326 293

[ ova, 13B 245 66.9 55.4 65.8 28.7 548 394  39.1

34B 27.8 69.9 58.7 68.0 242 626 441 434

70B  37.5 71.9 63.6 69.4 352 689 512  54.2

Benchmark (shots) GPT-3.5 GPT-4 PalLM PalM-2-L Liamaz2

Llama-2 (70B) S5HAMFEE MMLU (5-shot) 70.0 86.4 69.3 78.3 68.9
L, TriviaQA (1-shot) — — 81.4 86.1 85.0

ﬂ%f I:l:'H_j/E _/C.:_E/‘]R%jj ) 'TEZ: Natural Questions (1-shot) - — 29.3 37.5 33.0
- N GSMSK (8-shot) 57.1 92.0 56.5 80.7 56.8
KGPT-4#1PalLM-2-L HumanEval (0-shot) 48.1 67.0 26.2 — 29.9
BIG-Bench Hard (3-shot) . . 52.3 65.7 51.2
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lll Code Llama

« Code Llama: Open Foundation Models for Code
e 2023F8H24H, Metalgtt 7T ELMCIBRIAT S
¢ XIFEZMEIEIES,

AN

Bl g ="TAN/NhRZAE (7B/13B/34B)

Al3EPython, C++. Java. PHP. Typescript (Javascript). C##[IBash

KIEREICode Llama,

L

N

MetCI AI Code Llama Foundation Model

Code Llama

Code Llama - Python Python-oriented

Code Llama

PROMPT RESPONSE
Code Llama - Instruct NLP-oriented

In Bash, how do | list all text files in the current You can use the ‘find’ command in Bash to list all text files in the current
directory (excluding subdirectories) that have directory (excluding subdirectories) that have been modified in the last
been modified in the last month? month. The command would be:

find . -maxdepth 1 -type f -mtime -30 -name "*txt"

Here is a breakdown of the command:

it

". specifies the current directory NN °
'-maxdepth 1' tells 'find' to only search the current directory and not any

subdirectories

'type f' tells 'find' to only search for files (not directories or other types of o % E,{ H =4 7kﬁﬂ SR *I:I ﬁ
files) LA PN Al §

'-mtime -30' tells 'find' to only search for files that have been modified in the
last 30 days

'-name "*txt"' tells 'find' to only search for files with the 'txt' extension = J:
y « YIF100K E X

Note that the 'm-time' option uses the number of days since the file was last
modified, so '-mtime -30' means "modified in the last 30 days." If you want

to s'earch for files modified in the last month, you can use the '-mtime -30' kc $$ */Z\ ”34 BH&*R G PT_49Q7%

option.

63

https://github.com/facebookresearch/codellama
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lll Code Llama

 BEEN)IFRIE

£213100BHYPython
FUABEIE 1|25

LLAMA 2
Foundation models
(7B, 13B, 34B)

|

Code training
Infilling code training 2

500B tokens

Python code
training

100B tokens

Long context

fine-t

20B tokens

uning

N

CODE LLAMA -

4

PYTHON

(7B,13B, 34B)

2219 500BRICAIEHE)!
¥ 7%, 7B/13BEREAFZI

FREREUY AL lama-240881¢

Zinfilling task

Long context

Instruction
fine-tuning

5B tokens

l

CODE LLAMA -
INSTRUCT
(7B2,13BZ, 34B)

fine-tuning

20B tokens

N

4

CODE LLAMA
(7B2,13B2, 34B)

A Code LlamaillZ&iiifg (2RRZHinfilling=>])
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p 219 20BIIK L FXFEY

b 2B

https://ai.meta.com/blog/code-llama-large-language-model-coding/
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lll Code Llama

 Code Infilling Task (7B/13B only)

=

(R
Rk

M

o MEEIEH] 17HE1E (mask)
« FMABEYVEANAE, RIELTXEETUNEZNE Y

HIE—H

Original Document

MRIBCAERY E T3, FU5%ERER 0 RUCHS

HERA
i maskaYCIBER o

<MASK>T™=, Lt FX

Masked Document

def count words(filename: str) -> Dict[str, int]:

""Count the number of occurrences of each word in the file."""

with open(filename, 'r') as f:
word counts = {}
for line in f:
for word in line.split():
1T word in word counts:
word counts[word] += 1
else:
word counts[word] = 1

return word_counts

def count words(filename: str) -> Dict[str, int]:

""Count the number of occurrences of each word in the file."""

'r') as f:
in word_counts:

with open(filename,

word counts[word] += 1
else:
word counts|[word] = 1
return word counts
word _counts = {}
for line in f:
for word in line.split():
1f word <EOM>

65

https://github.com/facebookresearch/codellama
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lll Code Llama

 THNEIES &

» HumanEval: HOpenAlitt, B&164 7 4Rizk
B, {EFzero-shoti% & #H 1T M3

u\
I
©
<
AN

- MBPP: H&aRH#EL,

&L JRiE R

. {FF3-shotiZ & #H 17 M
e pass@k: FRAMMERIZER, REHF—1HEE

ML A R
+ LIWER

e Code LlamatBttLlama 282 E
LT EHA IR A

¢ 1

=
MiZ

7
~

i
o

7, LEF

b
~

#i#9Unnatural Code Llamaig=GPT-4

« EJFCode Llama - Python, {F

—

LB —

115KARIAChEL1E

Model Size HumanEval MBPP
pass@1l pass@Ql10 pass@100 | pass@l pass@l0 pass@100
code-cushman-001 12B | 33.5% - - 45.9% -
GPT-3.5 (ChatGPT) | 481% - i 52.2% -
GPT-4 -1 67.0% - - - -
PaLM 540B | 26.2% - - 36.8% -
PaLLM-Coder 540B | 35.9% - 88.4% | 47.0% -
PaLM 2-S -1 37.6% - 88.4% 50.0% -
StarCoder Base 15.5B | 30.4% - - 49.0% -
StarCoder Python 15.5B | 33.6% - - 52.7% -
StarCoder Prompted 15.5B | 40.8% - - 49.5% -
TB| 12.2%  25.2% 44 .4% 20.8% 41.8% 65.5%
T LAMA 2 13B| 20.1%  34.8% 61.2% 27.6% 48.1% 69.5%
34B | 22.6% 47.0% 79.5% | 33.8% 56.9% 77.6%
70B| 30.5% 59.4% 87.0% 45.4% 66.2% 83.1%
TB| 33.5% 59.6% 85.9% 41.4% 66.7% 82.5%
CODE LrLAamMA 13B| 36.0% 69.4% 89.8% 47.0% 71.7% 87.1%
34B | 48.8% 76.8% 93.0% 55.0% 76.2% 86.6%
7B| 34.8% 64.3% 88.1% | 44.4% 65.4% 76.8%
CoDE LLAMA - INSTRUCT 13B| 42.7% 49.4%

CODE LLAMA - PYTHON

43.3%
53.7%

77.4%
82.8%

94.1%
94.7%

49.0%
56.2%

74.0%
76.4%
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Alpaca

BT/ DENIELSHEEE Y LLaMAIE SRR S ITRIEE

Llama-2
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A LLaMA&Alpaca XiERI Z 5]

CHINESE LLAMA & ALPACA LARGE LANGUAGE MODEL SERIES



| 37LLaMA & Alpaca k& E

 INBETT

o HHLLAMAMHT T RIGER, ¥RENAR, FHif— S TIESEBNTRXApacatif! (XChatGPTEE)

e Y ¥Fllama.cpp, @transformers, text-generation-webui, LangChain, privateGPTZH A4S

F3ZLLaMA & AlpacaXiEE

Chinese LLaMA & Alpaca Large Language Models

@ 164 Y 1453

L https://qithub.com/ymcui/Chinese-L L aMA-Alpaca

_ https://github.com/ymcui/Chinese-LLLaMA-Alpaca-2 y
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[Cui, Yang, and Yao, 2023] Efficient and Effective Text Encoding for Chinese LLaMA and Alpaca. In arXiv: 2304.08177.


https://github.com/ymcui/Chinese-LLaMA-Alpaca
https://github.com/ymcui/Chinese-LLaMA-Alpaca-2

| 37LLaMA & Alpaca k& E

*;;FU*;FU '5/\*

« AXLLaMA: BRIESIRIEET], BEBTNMARATHITEE
* FXAlpaca: EHXLLaMARYER L, #H—@i@dis < miEierRE instruction followingge?) e e
» WRIBBHURENARE, 7HARNRERS, HiT267 R =

A chatt&HY

LLaMA-7/B. 13B. 33B — 20GFilIZRiER
BRHAR {

Alpaca-7B. 13B, 33B —— 200~4307 5S8R

LLaMA-Plus-7B. 13B. 33B — 120GHi/llZkiE+
Plush {

Alpaca-Plus-7B. 13B, 33B — 200~43051E< &

~ Prohlx — Alpaca-Pro-7B. 13B, 33B —— 430/35< 5
=1 '=FILL MA AI pN i > b
I:FXLLBMA & ' Chin aM & Alpa . pafa Models
AlpacaXiREI A7
LLaMA-2-7B. 13B — 120GFIII 4B
s o
Alpaca-2-7B. 13B — 50058 EUE
EF—fLLaMA (Llama-2)
LLaMA-2-7B. 13B-16K
eI ¢32LLaMA&AIpaca7c1§§‘= -IXJ:-FKH& {

Alpaca-2-7B. 13B-16K
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| 37LLaMA & Alpaca k& E

. NTKETXI &
LLaMA-13B LlamaChatzZ 3 LLaMA-Plus-13B LLaMA-33B OpenAl APIZ 13
Alpaca-13B FARIRE R Alpaca-Plus-13B Alpaca-33B T
2023/3/28 2023/4/13 2023/4/28 2023/5/16 2023/6/16 2023/7/19
| —t& oo oo Y{Car Y o{Czz y~(eo Mot Loz p—vao v vz Jo{ 50 y—e—ro
2023/4/7 2023/4/18 2023/4/18 2023/4/18 2023/7/5 Alpaca-Pro
webuiss LLaMA-Plus-7B R SFTHIZS VORISR AR LE B 7 LLaMA-Plus-33B
LLaMA-7B t“)transfo\rmersi'zjﬁi Alpaca-Plus-7B LangChainz ¥ C-Evalzis Alpaca-Plus-33B
Alpaca-7B - N R TR ZRRI R Web Demo3z 5 ChatBot Arena
I I LLaMA-2-13B I
LLaMA-2-7B Alpaca-2-13B
Alpaca-2-78 SIS Alpaca-2-16K
2023/7/19 2023/8/2 2023/8/25
(= (e }——Cor0 y——Coir {20 y———{30 }—{ 81 p—rre———————
2023/7/31 . 2023/8/14 2023/?/?
_ VLLM3Z$5
{ I { LLaMA-2-16K
AEE FlashAttn-23% #%
v v
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|| RESF5E: P3GaRT 7=

» )iapl

T-LLaMAfTE,

j [ sentencepiece771a
s L REFIEAE
o Wb YHEAERA

X FhERBIRE, By X

\

R, X RIS RER P RIS

azs, NTAEIRRFNXNEST
IR [E— M token, W<UNK>
A[1¥E, REFRIENREIDNEZEZRFE

o Nbyte-level F 7

A L& 8 =1t EIAF

AR\

N IQ

L

/.\4

B, WFFEFRRe XX FF

[EERLLaMAS
(32KiaR)

318]

R w, T,

Ox93 OXBZ
‘Ox9E’,"'0x8D’,

‘Ox8F’, ‘0x89’, ‘=

35’|\token > 1 6’|\token
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Isentencepiece T BLfE 3l ZriER L)l Zx 20K B ia R X ia
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. IR L iA20KRR X R R F R SRIRLLaMATE R (32K) BIER D
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|| AR5 73%: LoRAERRIS

« ETLoRARISINEZGA A
« LoRA (Low-rank Adaptation) @ —MZSMENZAE, &R T AKRENSIINEGS B

ALBERTHtB{ER T
- o e \ (i VoY yabrai=alati
. FEERME: BIEKOBOASEMNSAERE (dREBEAN, raf) e
=
[RNE B[ ?r AN
o Rk RRAEBE
h=W0x+AW.x=WOX+ BE | dxr,AE | rxa
KX DEE r=64
40960 x 4096
® = 4096 x 4096 = 16.8M O =4096x64%x2=05M
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[Hu et al., 2021] LoRA: Low-Rank Adaptation of Large Language Models. arXiv pre-prints: 2106.09685.



|| RS 753%: LoRAS IS

» NMATCHE

e Multi-head self-attention® 41 1]

#Efo: O, K,V,0 Multi-Head Attention

Concat ]

MultiHead(Q, K, V) = concat(head,, ..., (head,) W" p—

Linear Linear
\r v

Linear

head; = Attention(QWZ, KWX, VW)

 FFN with SWiGLUBIEZ3 1 rIJIZkER 3 : up_proj, down_proj, gate_proj

gate_proj down_proj QLORAIS X HiFBALORA adapter
I R IEFTE 4 R RILoRA
SwiGLU(x, W, V, W,) = (Swish(xW) ® xV)W, =R

up_prbj

/6

[Hu et al., 2021] LoRA: Low-Rank Adaptation of Large Language Models. arXiv pre-prints: 2106.09685.



Il RS 755%: LoORAE IS

o B
. B MKEARHE—ST BELS0KIAR (THRA55K) , TIPS T R

e YIRS J@EMLM-head> RFHZE =%k, transformerZl o R FALoRASRUIZ A T

Tl

D B

T B sz

& 2575
4 Original Vocab 4 ZH Vocab o .
T RGN R

TP
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Il Firillgki iz

o FiJllgRiIAE

+ EIRRRLLaMAE

gk

fib L, (&

AR AR TR XA TSR, #h7E
W RIESAICausal LM, BI4ATE XX Fl F—Mtoken21+4

LLaMA/LLaMA-2

t = % @ ®

R A

<s> Jb o h il

/8

ik R 1R XA AR



|l $52#5RAiZ%2: Alpaca

— KAlpaca;i—éFH T Hr iE?El?\H&Alpaca?'a"%E*&*ﬂ ARIES ({EEChatLiERl —FEE
e REMABEHESENR., REtenia. WAL WmAHE
e JIEBIRMBAECausal LM, {BERiTE“[O|E " loss

(EPSIVEEESENEESg Ty

~wa—. _ |Below is an instruction that describes a task. Write a response that appropriately |
gé)bj:il_ﬁla . ‘

icompletes the request.

,f Hit# Instruction

WA/ER | R 228 AR R — S R, FRAEASE I %R

| ##H# Response: 3R 4 il 1 A5 43 052 I 46 VE B A7 mmﬁ"eﬁm&%@ gk

VW%WVMOW%%iM~u1jﬁiﬁﬁim%ﬁ@ T T S S B IR |
Emwﬁg;f%ﬁkhwi%ﬁf S A BRI, m71wﬁkwmw,~ﬁrg%@3 e

fﬁ??FM%@,&T%ﬁEUA%1EE%AAEQOﬁEMﬁmWi\bB%%ﬂ iE | ¢ RITEXERDloss
B B A B FEREA TR SRR AR A DL B BB M L |
A TAZ SE . »

A NEIESER (RRZIERE)
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Il $5<

T FE

XX Alpaca X A v [RhkLlama-2-Chatig
. FLlama-2-Chati R SR el Fuis, FAl

Alpaca-2

. J&EBIFE ﬁAIpacaﬁ E, {h9ARCausal LM, l‘I'Ei“ E E”EI’JIOSS
“i You are a helpful respectful and honest asmstant Always answer as heIpfuIIy as pOSSIb|e whlle belng |
isafe. Your answers should not include any harmful, unethical, racist, sexist, toxic, dangerous, or illegal
& %\ éltl{.j:IEl_.l__\iE.I - , content. Please ensure that your responses are socially unbiased and positive in nature.
A If a question does not make any sense, or is not factually coherent, explain why instead of answering :
| something not correct. If you don't know the answer to a question, please don't share false information. |
[INST] <<SYS>>
I8 - | You are a helpful assistant. {IRE— 1 FRFEIABRIBIZE.
|<</SYS>> |
WAL < |RFHZH BENCE] — Serpe i pE , PR AP 5% /INST] X RrR 42 R i 43 4B ) |
\SEVEIRAT N, W LB R S 2 A R R VSR R A VEIREE R & MR
LB RS T ORI A AR R (0 o £ R B
muEe o | B m%%WJﬁWMW,;ﬁTﬁ%@mﬁi4%&§,&Tﬁﬁ1hkﬁu§ai
N NE R HENAPRECHEEEGE, [EMYEE A 28 1 iR

R FERER B, T DR AL

MAER T NZEES

R

SR T —TINERNYIERS

TS .

30

TIE/T\ID

AT . Y \‘2

hE Grraen



LIS E

—{{{&8: LLaMA/Alpaca
o FIZGMEL: 20G (EAtkR) . 120G (PlushR)

o FIIIZRRTER :

ChatGPT#X3EEEX

Ao EEEGE
pCLUE#{3E

Stanford Alpaca (Z)

)

Stanford Alpaca (R

OASST1 (HA+R)

o IESHSIAMER: 200-400 53553
LR LLaMA-2/Alpaca-2
120GHXEEE, 5

» 1EIMIAMEL: 500 HIETEIRE

HELHIE

&

— R Plushr—

N

> 2M
500K
300K
50K
50K

~20K

FRSCENIES

JBid gpt-3.5-turbo APITEEX

1)
>
1\_&
-E [l

B ENLU E B TH1E

HrtB 18R kR Alpacalll| 2R 2N 3E

ZE S N

X 8%

{FRAChatGPTX HtBf2AlpacaZiiiE #1TEN %

H1%EN5

—RENS
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|| 1EE 3T EE

— RS e i
i3z Alpaca A LLaMA-2 A3z Alpaca-2
fRRIZERY B JER A XY IE AR B B JER A XY IEAR B
BRSNS 7B/13B/33B 7B/13B/33B 7B/ 13B 7B/ 13B
YZRsEE Causal LM BRI Causal LM BRI
BT 2R84k FhRLLaMA HZLLaMA B hRLlama-2 HZ L LaMA-2

NZREHEH TR

B&l. [g&E., CC. g

ChatGPTEENZIE N £

BRl. 9. CC. FiE

ChatGPTEENZIE v E

R EESL B TeAmEEAaIEN BIMEELEIE FTeAmEBAIEN BIMEELHIE
& E= 20G (&hthk) . 120G (Plus) 200~430 7 %8S 120G (5—HPlus&5!1—2R) 500 51E<
lIE5ysE= LoRA (g/k/v/o, up/down/gate) . £=1FHEMb + LM-Head

TEBZIEM P, ’X

RELFTITYKE 2048 4096

1R AN 49953 49954 55296

I8 LIER NEE EE (Alpaca) NEE FE  (Llama-2-Chat)
SR = NAREE: {F FOHEREE LChatGPT: BIX. [0 NAREE: {F FOHERIGE LChatGPT: HIX. [8)&
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Il FZINLGER (Alpaca)

o« XAFER. BIFRHR

o TEUEMTR L, 7B/13B/33BIERIREGZA T SIENOE,

&8 7 [B] AU ZE BEAE TN

EEBRE —HRRKFLN G, AAAAEAR

- )

SHREFEMm:
B9F! BRENFEXXX, EXEBRBREBRABFE BN ZIE.

BT, BRERFENRENFEHENMOESTER, ARFIHFY
fEH, BE TRSERNME, BREEEBAFHRIERNS|I ST

1. T ABRERNEBSEEREERNRE, BEERRRSIENAN
I RIEEAZEINAR,

R, BRBERFET D ARRRIRENIESR, EMUEEAEFRIA
R, TPHETRUEARE ., DRI KERCBRAIEES, XLREHXTTF
BEFAMEEZFEHIFEEER, LANFARENRRET T 7 RLRIEM,

&, BREBRRSHENBA LN BB, (FA—UMBREFEE

I, EERAESHIE, MEENREFRFNHZZRMABTHE, &
FFETEANEMARE £, BERIMNTEE, FHBAHRHTESZF
NSRS

RIS — B ARRISZIFMER), 1LRREZR T2 IRZHRBIEN ., I
WSS, FRIFANREARILRAEER, AR B SNEFKE,

BRBAS SN BRIFE BN KL, MESREER, TIEIRF !

162X
afL !

XXX y
A Alpaca-Pro-7B

( )
SR FEEIM:

BEXIMERN T REBIEERF LA Z 1. ERFIHFRIIE
B, E—EERNSIHMERE,

B, BRERFENENNOES. 528
BRERIOME, LFEEBEBRAZIENFER
BT EE T T IRIBRISE,

FOR, BB RIRSES RIS FSST . DB SR HANT E ARk
HEC, ARBTERRIERESHNAM, ENXENBRR T EE, ©TA
Beieth 7 ERMENARIR, ([EREEVEEIFIRRE SRIBET,

tESh, BAEERGFEN T O0HS . BERREREN BFETRYE

W, TILEARE LR RRNE, BEEEBANENGIVRERRE—
MRS, ILFEEIBIEMRAICICE. BB AL ERF HEES 7%
&, WEFTHRNBEFEEDNERR ) AIEE

&fa, BEEXBHEN AR OMXE, BEEEEEREFAIHIT
AeZit, AeFEINESNER, BRI RER
B, EREMSHiZFEIFMK,

B2, BaE—BELCRIEIT BT, ERBBRKTHL TR
RYOH, BABRALER CNEEERE, FEERBERERTRTIVIK

&, NESZFETREZHRBNEL,

ItEER

arL !

EBU—TEM. ZIENA
MR, @WENHEERN XL, ik

W,
[{RE=F]

\ _/
A Alpaca-Pro-13B

33

4 )

SRRV FEM:

BIEARENFEQEREZEZNRNZE. BRFITENTHE
wh, ILBANEFZIARFNEEFR@EE%.

B, BRERRGSERNBNIEVETIRIENS ., BAORNZ LI T
SRS A, BEIEDNFEBNGF1LXLEINRE NS T IEE
iolc. X IR, BERITmABS D=8 SHLBETNER,
R T AT BN RGBT

R, BERENBANBOESTNORE., BE2RERERE
BRI EENESE, TIERERE LERREWS, BELF 7TRAIL
MARZENSITHER .. SEBATERIMEDN, RSEEAERRETRH IR
R, F51SBARREMRERER. XMABAMBKEMKD,
IEBAEZR T IENE— T FEENENNXE,

&a, RESIRFEN T ANENZS . AREIRNFZ1EIRIE
KRR, BEREBAREOMES, ERFBBAEFIZIES]. I
se B, ILRBERESIMERSENS . [ERRENERIRIFTER,
BB S, RRES T IMFAIRS,

B, BE—MIMBNHRFEM, BE—IFERNAETE. BRZOERK
THRAEROF, BEEN2EXNERE, RERKDERIBE, TRNENX
R, BRI

IEtEER

AL !

XXX (fREVRFE)

\_ W,
A Alpaca-Pro-33B




Il FZINLGER (Alpaca)

- BUEIEIE. tH
- BBREENEHEENNTE

HFEZEB#H7BF]13B&ERY

Model Prompt: — AT 698 e fe — N T 89%, — N2 E?

Plus-7B (3/10) —/2FAab—2 T4 .

Plus-13B (3/10) —/2T 8 RFLb—/ AT 698k 42 .

33B (9/10) — /N8B — % EE4E .

Model Prompt: — R fife — A8 — A7 JURA By?

Plus-7B (1/10)  — ARgfe— A — X4 & A By .

Plus-13B (1/10) —AMF—RABZF @AM, FIARAHG— LA AR .

33B (10/10) RERFEBITRHENRFER . —ABA4ARY, —REF2AH,
FTVAR A — A 6RB

Model Prompt: / %11,4,9,16%9 G — N E& ZA+H 42

Plus-7B (1/10) Jg — A3 16 -

Plus-13B (1/10) 21

33B (10/10) JF511,4,9,1689 5 — /3225 -

34



Il FZNLGR (Alpaca)

fe. fmuF3d5T
» FIBRBYEBN AT AXRRIFIpromptiA1TIES

33Bi&

BUHETS

N

jran

& MEAE

IRLLAFRAEZERER

Model

Prompt: %= {7 #] | — & [ % 55 iFl 45,2

Plus-7B
(8/10)

RTRRBAEMTAH XA MERARRERGRENRE T, BARXGR T B&F 52
AL . MEXEE—RERLGESF, BN GETAXGEREAITLRE, KA
PR W 2892 2 iR Bl P IRAL

Plus-13B
(8/10)

YEA —2ZAIB A, BIRRBEBRXIFEMIEZFD . AR RNBRAAXITIEEE
HRIFITH, 2FRTENEEGRERPELREA. REVWBEFEEZEN, £
INFAEAT 3% HATH -

33B
(9/10)

AALE AR, ELREEEMIEZRTBLEOE N . KRINNLRE TEEELE
A, RENRNFEMGEERES . W REBRREFIN, TALBATILHF X .

. AR ER RS A XA THMERMsE, HE aTH4e > ks, #l
o F LE S RIHER . RERSF

2. ERER . A—SBENE EFREREMNS, wd3iF. B4 ZRF /A
3&&&5 LL&T Ee. . MEFHFXNAITHER, RFKE BFREZERNE
4@1 m%aaﬁzﬂiﬂﬁ,%iﬁ%ﬁﬁﬁm%,#M¢ﬁﬂo

A bR — LSRR, FAREHFE.
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Il PXNLGHSR: KIERIR 17

AEBELZ (http:/lim-arena.ymcui.com)
« {hHHaFastchat Chatbot ArenatElt) T REEEI & F 5, PN mFTIENERE ]S,
o BETHE, ElolEnFIENIElr, F R UEEMMARENXN KR FE

A
il

P4

“EEEm Y 7
R X
2 BUNRZA 5 AL B
BATHE NS IOF—ROERE, KBRS —H 0N RIH15? BATHE NS IOF—RNEH, (RHEBRE—H N RIHE?
LTI TR — 1 SR BR HOATIA X FR— RN B EH):
1 3lE
S T RICARIRIAE L R
2. THDHW me% s -
o HERITFTRMOMTRI BRI B RS B, o MEEH AT OIS
o MABSHEMHR, BEMNNTD. M8, BSS, A R
o SIHHBRAELR, RN, 2 otk B A i ilb U ARR
3. Bl 2. BLNEHHT
R o TR NFERTH ENEEERBET—, M5 EREOBNER
e e B, o, ETFRMENVERRERS, BRI ERERANE
o WIRIRMEIES, SESERERIREED. g \
S o BRI BARERREE INISLRAENWIRSNEE, Bk
o WEATMELHEAA, MERB—EHEFAS,
=) AZ fHESA .
> HUERTREAEIITL, 3 RS RSSA:
n TEAED IERKRFNEEehiEE BEE O MIENTHREE BWEMAE =
& Lk s 1] B o [H] BB ¥ B
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http://llm-arena.ymcui.com

Il PXNLGHSR: KIERIR 17

» SHERSMITERLESR

« “RIRBEZEMT—1X,
« HEIZGEWRRIFHIZAlpaca-2-13B,

Alpaca-2-13B 72.0% 1617
Alpaca-Pro-33B 66.0% 1572
Alpaca-2-7B 63.7% 1618
Alpaca-Pro-7B 62.9% 1529
Alpaca-Pro-13B 61.8% 1492
Alpaca-Plus-33B 31.7% 1395
Alpaca-Plus-13B 23.6% 1338
Alpaca-Plus-7B 20.9% 1434
“HIEEE2023F8F23H

R REI K/ X %0

Model A: Winner

VEI:NEAI

(BTEERHES LTI B

Model B: Loser

Alpaca-2-13B 0.55 0.57 0.65 0.61

Alpaca-2-7B 0.45 0.46 0.51 0.52

Alpaca-Pro-33B 0.43 0.54 0.51 0.50

0.6
Alpaca-Pro-13B. 0.35 0.49 0.49 0.48

0.5
Alpaca-Pro-7B

0.4

Alpaca-Plus-33B

Alpaca-Plus-13B 0.41 0.57

0.2

Alpaca-Plus-7B 0.40 0.43

Fraction of Model A Wins for All Non-tied A vs. B Battles

38

Alpaca-Pro-33B

Model A

Alpaca-2-13B 230

Alpaca-2-7B
200

Alpaca-Pro-33B

Alpaca-Pro-13B 150

Alpaca-Pro-7B

100
Alpaca-Plus-33B

Alpaca-Plus-13B
50

Alpaca-Plus-7B

Battle Count for Each Combination of Models (without Ties)
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o REFEZRETop-k
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3 abvi VT W SSNIVE S E S

FHZ BRI T R

TR REATRRERBSEBERAN, REHMRY

AHIEFRITLEFR A

~

SBE

Hd

, k&

KR, HEEMSHECERRELRER

« ZZ{HNA0 (NZ

J

=) ES

=]

TR :

JTop-pR1E

P

{BIRZ Z4F%
MFHAZRK)

i

, HEXA (0)

 AIRIE IR D B ESEEAE

39

wl P=0.35

w2 P=0.3 ~X

w3 P=0.15

w4 p=0.1

w5 P=0.05

w6 P=0.05

A Top-kFEtFdizm

-_—

E S

10N

(k=3)

"4

v2

v3

V4

v5

V6



(12 =2 e S gy E v EA T

» RE¥EZRAETop-p (Nucleus Sampling)
iR T Top-k R A¥ R R BEE X EXRTA M EAY 0] #R

e %ﬂFﬁ%HTIEﬂ*ﬁ, sfli I BV R < MK TpiiER/ )&
SFARIE, FARIEEERHAITRSE

pEPEN, &EEFIRNAXNEZBEBMRD TRE

/1

UNSRARBIN N —"MaEl b BRE, NfxiEE5=R= EEH)

RZ, BEDHEENNSY I F—MaNHEE) , L
fRIAFIRZEYK—LE

o FILAETop-kfTop-p HiEHITES

Foh FHTop-k, 7AIENFHTop-p

S2EE: Top-k=40, Top-p=0.9

90

Root

wl P=0.35

w2

w3 P=0.15

w4 P=Q.1

w5 P=0.05

w6 P=0.05

A Top-pEiFIIETREE

(p=0.6)

"4

v2

v3

V4

v5

Vo



||| #2652 &3 RRARZ M

. BE Z I Temperature
o 24| Tsoftmaxtiit o, T = 1RHENimEsoftmaxiKE, TH AL ERMZHE, Ty G ERREE
o LLMAREIBEVE—AE7H0.2~1.0, NFZHMERBRSIES (FINIXE. XALRK) FEHIREEERE

exp(z;) exp(z,/T)
softmax(z) = : softmax(z) = :
ZJ, exp(z;) Zj exp(z;/T)
P 1.1 By R IR FROE
0.6
0, ESAN, SEMSHREREEESHGITIEL. GITSEARANEAE, $ELNRS R
05 - 2 Y SRRREZEE, RHLRETEKNLE.
. 05 EAN, MNSREFEEESTRENTNL, REEINEAE. UFARFHRA, 2
© A SRR ENA R RSN, RESPERATRENAR,
03 0, EAN, SASREFEEESTRENNRR, BERNREEELN. ZEPT S ERH
| L BAE, BHZDRSRRNE, EHLRATEKNEE LR,
AN, UHLREFEIGEES FREMAMNS ., MTFSERAIEEAE, HERR SAH
01 1.0 2708, EHETUKNERRSOLRE, B, ZHNETETEUAHIRRIESTFolHeIL
B N S, SEEESHAMUNE, RABROEFLRAT,
on WS EEE e —— - -
°©c 1 2 3 4 5 & 7 & 9 LIRS, SREFBEHN—MERERORS, MBLEFEKS . BEFKILE. B5E
S ) 15  EIENRURREEEE TA MRt E HREENEF, AIANREEE, AT
A mERBIBRR DRI AR F B MIBSIME, R FREA N REETH.
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Il F3ZNLUZSR: C-Eval 9,

A Multi-Level Multi-Discipline Chinese Evaluation
Suite for Foundation Models

« —{fLLaMA/AlpacaZFItERIFFEL
« C-Eval Huangetal, 2023 @—"TilEE T 52T AEZER, BEE8Y14KFERNIEER o) FEURES
« THEERARLLaMASEEE FRF, MGIBE=FREIRIENBEIFH—T R AR

. LLaMA Chinese-LLaMA ! Chinese-LLaMA-Plus . Chinese-Alpaca B Chinese-Alpaca-Plus

/1

50

45

40

35

30

25

20
7B (zero-shot) 7B (5-shot) 13B (zero-shot) 13B (5-shot) 33B (zero-shot) 33B (5-shot)

92

[Huang et al., 2023] A Multi-level multi-discipline Chinese evaluation suite for foundation models. arXiv pre-print: 2305.08322.


https://cevalbenchmark.com

Il 3ZNLU%LER: C-Eval

—{LLaMA/Alpaca R FIERINFLE
e EFZH=F, —MNREEZEMT—RREWNER
e EEfpigtT L, “RREEZMFTFEASH=N—LEREUR

- Valid (zero-shot) Valid (5-shot) Test (zero-shot) Test (5-shot)

Chinese-Alpaca-2-13B

| Chinese-Alpaca-2-7B 41.3 42.9 40.3 39.5
“RRE
Chinese-LLaMA-2-13B 40.6 42.7 38.0 41.6
Chinese-LLaMA-2-7B 28.2 36.0 30.3 34.2
Chinese-Alpaca-Plus-33B 46.5 46.3 44.9 43.5
Chinese-LLaMA-Plus-33B 37.4 40.0 35.7 38.3
| Chinese-Alpaca-Plus-13B 43.3 42.4 41.5 39.9
— R E
Chinese-LLaMA-Plus-13B 27.3 34.0 27.8 33.3
Chinese-Alpaca-Plus-7B 36.7 32.9 36.4 32.3
Chinese-LLaMA-Plus-7B 27.3 28.3 26.9 28.4
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Il P3ZNLUZKE: CMMLU

—{. —fLLaMA/AlpacaZRFI{ERIXFLE

CMMLU (et al., 2023) == 5

—_RiRE

—RRE

—MEETOTNEL,
5C-EvalfREM, THERDE RS

Chinese-Alpaca-2-13B
Chinese-Alpaca-2-7B
Chinese-LLaMA-2-13B
Chinese-LLaMA-2-7B
Chinese-Alpaca-Plus-33B
Chinese-LLaMA-Plus-33B
Chinese-Alpaca-Plus-13B
Chinese-LLaMA-Plus-13B
Chinese-Alpaca-Plus-7B

Chinese-LLaMA-Plus-7B

N

- — RIS,

94

A1 54911 .5K#:

F:N: Spri eit] L] P4 )7

% Yt =

mél)‘:'ﬁﬁ__

40.0

38.9

27.9

46.6

35.2

40.6

29.6

36.8

25.4

-EARSAEN—RE

41.8
42.5
34.1
45.3
38.8
39.9
34.0
32.6

26.3

£

=

/A

4

/

RUSUR

\=4

[Li et al., 2023] CMMLU: Measuring massive multitask language understanding in Chinese. arXiv pre-print: 2306.09212.


https://github.com/haonan-li/CMMLU

|| ZE{HR4&F: Chinese-LLaMA-2-16K

o H—FH RARENLTXKE
o —HLLaMAREZH2KETXKE, “Llama-2#—F N BE4KLE T KE
+ GPT-3.5 (ChatGPT) f1GPT-4% Bl 4 T gpt-3.5-turbo-16kF1gpt-4-32k < = T API
o EFNTKUKMNERRE (Pl) NAERMRAT RARE L N RKENERAE
» 3L 7 Chinese-LLaMA-2-16KK £ FXARE, HBINTKEEE—TT RE32K

Chinese-LLaMA-2-16K

Chinese-LLaMA-2-16K

Ti4K LT MBS + TiF16KETX
EIE-U”Q?ﬁEB |

Chinese-LLaMA-2

("B Z32K)

P

FNTKBSH
oo Y 532K LT XX

ul
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||| ZE{R4EE: Chinese-LLaMA-2-16K

« ETFNeural Tangent Kernel (NTK) B L TFXKET B
o TF|H—HING, BIIHNTRoPERbase, “RIE"UBRIGFIAZNER T
e iR BRELFH—FIZL, RETHEMEIIRoPENEBSHITIER
o« RS IMEKEAR, BEEXASERA F TFTXKEIAR T EEPPL
o BRIt T —MBEENEEAN, BELTHNAENLETXKEFNREBS

Mt

\

) 8.0 - , -
1.0 - i —— scale = 1 (LLaMA 7b 2048, no finetuning)
L \ scale = 2
7.5 7 »‘ -==- scale = 4 (previous method, no finetuning)
.\ o e e
i w i — = 4
0.5 _ LS W’“"-\.._,“‘ — o = 8 (this method, no finetuning)
6.5 1
a 6.0 —
-0.5- 5.5
, 5.0 -
-1.0 -
. / d 4.5 A
10000~/ —
4-0 | | | I | 1 1
0 2000 4000 6000 8000 10000 12000
s Context length
a=1 9294 emm——— X = L/ 1024 — 1 96 Reddit: https://www.reddit.com/r/LocallLLaMA/comments/141z7j5/

ntkaware_scaled_rope_allows_llama_models_to_have/



||| ZE{R4EE: Chinese-LLaMA-2-16K

- BETUERRE (Pl) B LTXH EBFA (by Meta)
. TERMEAMEMNROPERR F#TIHE, FEMAIBRBEIESRIEMN, MMXIFERNETX
o s MENTKAETUSZIFERN ETX

- B HEZEEREERT —TENIIGUEmER I BRI

1.0

0.5

L
§ 0.0 Prer-trained range seen Range

-0.5

-1.0

2048 4096

Normal Extrapolation

1.0

0.5

L
Q@ 0.0 i
S Preftraineq range

-0.5

-1.0

Position Interpolation Position
f'(x, m) = f(x, m/2)

97

[Chen et al., 2023] Extending Context Window of Large Language Models via Position Interpolation. arXiv pre-print: 2306.15595.



||| ZE{H4&F: Chinese-LLaMA-2-16K

PPLRIfENS =, {BHR

/ & SR TEN B ME— B
e AERLETXKETPPLELIEHE : .
e LLaMA-2-16KRFI1REIGETS B E IR 16KAR KX ARLIENR, H A —TBEINTKT BZE24K+

15 i L%é
14
lp' "'
13 o
Jo!
12 .
-1
al
al K
11
.8’

‘k ___0 ”
------- o S j/‘ﬁ
= A
8
512 1K 2K 4K 8K 12K 16K 20K 24K 28K 32K X KE

O Chinese-LLaMA-2-7B 4 Chinese-LLaMA-2-7B-16K O Chinese-LLaMA-2-13B 2 Chinese-LLaMA-2-13B-16K
98



||| ZE{H4EHL: Chinese-LLaMA-2-16K 1

LongBench

KX AFENLongBench YK R

» LongBenchZ — 1" AREK X AIEFRBE 77 BTN &
£5K-15KZ 8], HBIZFZI4.5KFEMIA Nz

. L

E, HEARZL. 20T ANEIRIESAER, ZEUESRITFIIR

i

~_ 7/
-

\

« EXAMES (<4K) ¢ KT SOBEBB S T RIS, BIRIC-EvalR R /L RA R

. MBEEZBMBKAKIE, ENER16KIER; EIRR AR RIREEE

Chinese-LLaMA-2-7B

Chinese-LLaMA-2-7B-16K 16K 33.7 16.5 5.3 24.3 10.6 4.2 15.8
Chinese-LLaMA-2-13B 4K 26.7 14.0 4.4 16.3 9.9 5.5 12.8
Chinese-LLaMA-2-13B-16K 16K 37.3 18.1 3.4 30.8 12.8 3.0 17.6
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https://github.com/THUDM/LongBench

Il ZE{RiEEY: Z{ESVisualCLA

I:FIX%* :L,\j(*iﬂVISUGIICLA

o VisualCLAR— T X BB FTBMANF X ZESARE, BEFHXAlpacafllOpenAl CLIPEREIH &

ZiEA PRI LLaMA & Alpaca k& &Y

Visual Chinese LLaMA & Alpaca Large Language Models

THIAAJE S I 2 Eami I |y ey, =

EEATPALAGH I R M T 1L TII00 0 ¢ VTN s TS0 g ety = &
BUUASTFHNEE, XESRETITHE, BYRANTEFLIEE ?%TﬁifP&me&mk M
R ITEENFEH. Ballidhd, 8%, SUAMTTIFEESNXENPEAFER, RKEERS

AR RAUSTICH RIS R,

ML A X E, A Es ol UsE?

SolpisEERaEs TR E i cRafiED, aa:

B EDIDAMALET TR RhA N E, —S L SR EAME, INTEEERE. PESROMEH
@%’Im.ﬁi" HEPIEAIFR T 'L@@T-WEEL*H?B s,

2, K% INBEEEWAKERST, Toll SRS R R A E,
A6, EIfftT PR, REEREN ’"l~—

3. BE: NBSYEESEaNEFE, CEBESESENTERIIETS

IX SRR R e e i

100

VisualCLA: https://github.com/airaria/Visual-Chinese-LLaMA-Alpaca



https://github.com/airaria/Visual-Chinese-LLaMA-Alpaca

|| ZE{RIREY: Zi&ERVisualCLA

Ry
« Vision Encoder: XRAVITEM, N ABGRREE, SRIEENRIIFRR, FERCLIP-VIT-L/14¢)R1t
S RFLUBVNERE, ABESMEEXNTEILLMAR

—\

KBERTZY), NWERIGRIIHTT

i

\;

Hmli

\

« Resampler: XFH6Z=
o LLM: RBXAFEIBIAZALLM, [EXEREAFHIEZIESEEEES, 1

E‘g)# ‘;Pz]—lﬁ@;\ X—@J'ﬁ.%u-‘*ﬁ!ﬁ}o

I

JChinese-Alpaca-Plus-7B#Jig1t,

rH

Resampler & Projection —— LM head
‘ ¥
o Transformer blocks LLM
Vision Encoder
Embeddings
’ﬂ ‘ Frozen parameters
___________________ 1 I Trainable parameters

Trainable parameters (LoRA)

. <image> B R ¥ HIRELR4? ### Response: |

Image Input Text Input
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|| ZE{RIREY: Zi&ERVisualCLA

» IR ES R

N

VisualCLAE K FHLoRAS |2 7 i A3 R B A 1Tl 2k
&S BIERIGHEIESILoORAZSEL . LLMAYLoRAZE A KkResamplertd £ 25
o ZEEWING: RADPXXESIEHEINE GRS RO ANER  (caption)

s SESHLIBA: BT L—IFRNRE, ERZMEREE MTE*’JEE’J::E?S#”\*&TE S LR, BURS
RSHES TAQEEXZIK? LI ZIRSEIRRIA B, PAREBE G SApaca KRB IE <R S ATRE]

H<

/J\ 9

/I

YR Chinese-Alpaca-Plus-7B 213 )l 2k fE RO A= BY

IR EY ARSI 25 ZIRSIE A

I ZREESREY £|{&+a2 (captioning) Moo, MREE, FiShE. OCRE
5 <R 7T X Alpacat&ii

MEZEXRD (FERHE) 230075 3577 (ZREIER) + 1300 AN AKIES
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I” )ﬁE_{EF*Eﬂ: %*;lu\\hSUHICLA

BIRA#R—TXKE A
XEKRRER, BRMAEHEE, WEERNHE. EFEAR, T80T, UFEERRREREH.

XPTAZE?

MAKE AMER[cy
GREAT AGATy

ERXRE R ZE T2

XKERBRT —RABMILEEERFKXR" (Make America Great Again) 1B,

-T 5, IR —REBK, BkibtEa L, RPNUFEMERS, efE—TNIEa3k
HRTSEEANZSEXTHENESTE, XRPNERNFFREERE—NEFNNENS
E RA—FEANZF AR,

XEEAERSEESHUZWN?

ZEESEEMNETSER (S=ETTF (Mona lisa) Bz, XEEFRAFEESIESNET, SESE
IRSEERSAIEM—, XVAESIEAFFNER, BEFEISBT T ITETHISAEITAEE, i, X2
EELTHEEER L, HESEITTARIELSNEE, ENMTEESHNFENSERE,
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LLaMASA SRS Tk H

LLAMA ECOSYSTEM AND DOWNSTREAM APPLICATIONS




Il LLaMA& S5

W’ LangChain

LLMZRFFE |

» LlamaChat

macOSKERE 7

BRIEME
CPU/GPUERZE

% YL LaMA & AlpacaxiEs

Chinese LLaMA & Alpaca Large Language Models

ﬁﬂ%%\mﬂil AR EE N

| ==uTITTER )
LLAMA GPT, cPrup

«GPT-J rmin
G ALCACIL

“ P,

Text-Gnneration -~ fTran Sfo rmervrs PrivateGPT

VVEUU

Unnleashhg the Dwe of Larguame Modles

105 . XEFRMBEHIZEE Hlogo, WAMERGPT-4+Dall-EfEf4+ e 8I1E



* |lama.cppE

LLaMAA7S: llama.cpp

— 1 ETFC/C++AA S B ARIERRNTH
e Y} CPU/GPU NRZER=Z/F N0 A6 AR EY

A AR Eserver5APIIRSE

¢ TiF2~8bit=M 5%, HFARM NEON. BLAS. cuBLAS. CBLASTENE

e Fi#FmacOS/Linux/WindowsZs

LLaMAG:

IFRE e

LLaMA, Alpaca e Mac OS
GPT4All e Linux
Chinese LLaMA / Alpaca  Windows
Vigogne (French) e Docker

Pygmalion / Metharme
Wizard LM

. Ti¥FLLaMA/Alpaca/Vicuna/GPT4AllIZ:

ST1 % 4R 11z

RhBEENEA LR,
MMZ—, BHEBBRANSHEEZEDE R,

INST)] # 4 alpacaX

B IILLM KR E TR

BRTERNRDEEBN,, LlamaE B ZRATEH. AERVARRTEDSE S @E.

[/INST] Alpaca&% ﬁ”;&é&ﬁ%‘fﬂﬁﬁﬂﬁ%nﬂm LhE—HEREDD.
M. FELRENBEESHME, BAlpacalli®BtbLlamah— &, BB —BEL.2KELSL, E Y 40-602AF 218,
5L1amafA BB, AlpacaX BEU B LUE SR E, S FESHMEAS, 000k L ELNMBX, AKENNSEEINT X#H
HFHMAOSHAERR, Alpacali B EEE, HEEHZPAFTT

4 ® 0 llama-cpp — main « run.sh 7b q6_k ¥ — 100x32
1\"? | m:rf “Mli‘ @EHQ&%‘Q‘WX BHt4AaBTUEDENI?

[/INST] LlamaE WE%E@%\”B‘J%%EJJM RTBEEN, RERALIBANREDINZ—. ENARARER
RENREANKKNBEZA, FEIRXLKER, AETUEXBILAFMNE, W R

LlamaZE B ERTS THEERE,
ENBANERFRREES TIUIED

BERZ, Llamaf — ﬂ’ﬁﬁﬁﬁﬁﬂﬂ’)i{m NERARAREENGFR, CRBAXXAPATHARN B .

EfMfflLlamaB AN ZLE, AlUKEKEN

BRSEMR,
SRAAAREENFARA. AN, BTFHRERE

& Guanaco, /M F B I N . GuanacoZ—#
RENRESHE, HEMEFTEMEMN® L
mwwm HYEMWETSAAEREENER.

NMORVERE,. REBERURSABEVNXRESE

SIZj:iQ;BI_H ERER, AlpacaZ— RS MAEAEBNDY, YHEMS
T AE Ly N &RE%?F’EG‘J%J& t:fl'])&*é?ﬁﬁAﬂ']%ﬂE%m BEMEER.
A,
° Python [/INST] B&TLlamaﬂ]Alpacaz&b n‘_ﬁ BR5EMNEAM
PN REDY, SHF—REL.2-1.8% 28, KEL30-70
5 Llama, AlpacafllGuanaco({l, I €YV EKEKNS
i GO R, EMNERERNELESE, HEGEHXZTFAERS
: ‘?S*Jﬂli% Llama Alpacaﬁ]GuanacoﬁBEmiﬁﬂﬂ!E
. INST) F| 1 :
 Node.|s [/INST] M #8571 ! L & — £ 31 it 9 PPTIR 0
& 1. T4 Llama, AlpacaflGuanacof B X E R (MBEM. 72HHEX, INRBITE) .
° R b 2. RUUREDVEREMNBTLUBENETSAR, 8T
uby ErY
3. BAIELEHNYH UMXANEENYE, AlilLlamaflGuanaco B F ZHMEY, MAlpacall BB EIBYE XL D
° C#/NET BREVHERS.

b RUYREDPYEARVIRIEPHIEARO—ERR, DERBEE. RKABRESFQEANITIL,

5. EQPPT@e#ﬁdi @ﬁﬂ&qiiﬁl&lﬁ] RRSIFTARNEED.

I

uwmlﬁmmgmuﬁm x58! >x2N%0

A 7 Alpaca-2-7BRIE (6-bit=ft)
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https://github.com/ggerganov/llama.cpp

Il LLaMA&7: llama.cpp

» ELRRIILE

e UTFTEBRTARZHEBIAIChinese-LLaMA-2-7B/13BIERNEIE L FIFEELE (PPL) T (FR{EHELF)
« RIEPPLIBIRTMHIER, Q6HMIQ8MEREIZIAFP16, HEFMICFERE
(55 — Chinese-LLaMA-2-7B Chinese-LLaMA-2-13B
14.5
Q2 K 2.77G 5.26G
13.640
13.5
Q3 K 3.17G 6.02G
12.5 Q4 K 3.92G 7.48G
11.5 Q5 K 4.59G 8.76G
10.5 Q6 K 5.30G 10.13G
g Q8. 0 6.81G 13.05G
93 257 9.141 9.143 9.129 9.128
8.958 8.850 8.817 8.811 8.810 FP16 (IEE1t) 12.91G 24.69G
8.52—bit 3-bit 4-bit 5-bit 6-bit 8-bit F16 A REISEMRFINER AN (=AFESH)
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Il LLaMA4S: llama.cpp

)

| Uy
0,

° Zliiii’.}EIEi?Ez ﬁ

« ATFEETETApple M1 Maxith /
« 7B13BRELAAHQ6_K=1

o llama.cpp — main -m zh-alpaca-models/p7b/ggml-model-q6_k.bin --color -f prompts/a
‘ IP/DJYC J

ggml_metal_init: loaded kernel_alibi_f32 0x132716640
‘ggml_metal_init: loaded kernel_cpy_f32_f16 0x132716b90
' ggml_metal_init: loaded kernel_cpy_f32_f32 0x1327170e0
ggml_metal_init: loaded kernel_cpy_f1é6_f16 0x132717630
ggml_metal_init: recommendedMaxWorkingSetSize = 21845.34 MB
ggml_metal_init: hasUnifiedMemory = true
ggml_metal_init: maxTransferRate = built-in GPU
llama_new_context_with_model: max tensor size = 160.07 MB
ggml_metal_add_buffer: allocated 'data ' buffer, size = 5388.08 MB, ( 5388.47 / 21845.34)
ggml_metal_add_buffer: allocated 'eval ' buffer, size = 768.00 MB, ( 6156.47 / 21845.34)
' ggml_metal_add_buffer: allocated 'kv ' buffer, size = 1026.00 MB, ( 7182.47 / 21845.34)
ggml_metal_add_buffer: allocated 'scr® ' buffer, size = 512.00 MB, ( 7694.47 / 21845.34)
ggml_metal_add_buffer: allocated 'scril ' buffer, size = 512.00 MB, ( 8206.47 / 21845.34)

—

| generate:

system_info: n_threads = 8 / 10 | AVX = @ | AVX2 = @ | AVX512 = © | AVX512_VBMI = @ | AVX512_VNNI = 0 |
FMA = @ | NEON = 1 | ARM_FMA = 1 | F16C = @ | FP16_VA = 1 | WASM_SIMD = @ | BLAS = 1 | SSE3 = @ | VSX =
e |

main: interactive mode on.

Reverse prompt: '### Instruction:

sampling: repeat_last_n = 64, repeat_penalty =
= 0.000000, top_k = 40, tfs_z = 1.000000, top_p
tat = 0, mirostat_lr = 0.100000, mirostat_ent =
n_ctx = 2048, n_batch = 24, n_predict

1.100000, presence_penalty = 0.000000, frequency_penalty
0.900000, typical_p = 1.000000, temp = 0.500000, miros
.000000

-1, n_keep = 21

In o

Running in interactive mode. ==

- Press Ctrl+C to interject at any time.

— Press Return to return control to LLaMa.

— To return control without starting a new line, end your input with '/'.
- If you want to submit another line, end your input with '\'.

Below is an instruction that describes a task. Write a response that appropriately completes the reques

>'D

1

ZIFFP163E) , 33BIRE!E

[ NON llama.cpp — main -m zh-alpaca-models/p13b/ggml-model-q6_k.bin --color -f prompts/alpaca.txt -ins...
ggml_metal_init: loaded kernel_alibi_f32 0x127el15ef0

! ggml_metal_init: loaded kernel_cpy_f32_f16 0x127e16440

' ggml_metal_init: loaded kernel_cpy_f32_f32 0x127e16990
ggml_metal_init: loaded kernel_cpy_f1é6_f16 0x127elb6eed
ggml_metal_init: recommendedMaxWorkingSetSize = 21845.34 MB
ggml_metal_init: hasUnifiedMemory = true

I ggml_metal_init: maxTransferRate = built-in GPU
llama_new_context_with_model: max tensor size = 200.09 MB
ggml_metal_add_buffer: allocated 'data ' buffer, size = 10328.20 MB,
ggml_metal_add_buffer: allocated 'eval ' buffer, size = 1024.00 MB,

' ggml_metal_add_buffer: allocated 'kv ' buffer, size = 1602.00 MB,
ggml_metal_add_buffer: allocated 'scr@ ' buffer, size = 512.00 MB,
ggml_metal_add_buffer: allocated 'scrl ' buffer, size = 512.00 MB,

)system_info: n_threads = 8 / 10 | AVX = @ | AVX2 = @ | AVX512 = @ | AVX512_VBMI
FMA = @ | NEON = 1 | ARM_FMA = 1 | F16C = © | FP16_VA = 1 | WASM_SIMD = @ | BLAS = 1 | SSE3 = @ |

10 |
main: interactive mode on.

Reverse prompt: '### Instruction:

j '

sampling: repeat_last_n = 64, repeat_penalty =
= 0.000000, top_k = 40, tfs_z = 1.000000, top_p
tat = 0, mirostat_lr = 0.100000, mirostat_ent =
generate: n_ctx = 2048, n_batch = 24, n_predict

1.100000, presence_penalty =

.000000
-1, n_keep = 21

In o

Running in interactive mode. ==

- Press Ctrl+C to interject at any time.

— Press Return to return control to LLaMa.

— To return control without starting a new line, end your input with '/'.
- If you want to submit another line, end your input with '\'.

Below is an instruction that describes a task. Write a response that appropria

e
+

(BXTEBEMZ IO +2XBERAZILY) , |

tely

L

(10328.59
(11352.59
(12954.59
(13466.59
(13978.59

—]
-

completes

Q3_K=1t

/ 21845.
/ 21845.
/ 21845.
/ 21845.
/ 21845.

= 0@ | AVX512_VNNI

the

34)
34)
34)

0.000000, frequency_penalty
0.900000, typical_p = 1.000000, temp = 0.500000, miros

reques

7B Q6

33ms/tok

13B Q6

59ms/tok
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)

00 llama.cpp — main -m zh-alpaca-models/33b/ggml-model-g3_k.bin --color -f prompts/alpaca.txt -ins -...
ggml_metal_init: loaded kernel_alibi_f32 0x14e0164a0

ggml_metal_init: loaded kernel_cpy_f32_f16 0x14e0169f0

ggml_metal_init: loaded kernel_cpy_f32_f32 0x14e016T40

ggml_metal_init: loaded kernel_cpy_f1é6_f16 0x14e017490

ggml_metal_init: recommendedMaxWorkingSetSize = 21845.34 MB

ggml_metal_init: hasUnifiedMemory = true

ggml_metal_init: maxTransferRate = built-in GPU

llama_new_context_with_model: max tensor size = 260.11 MB

ggml_metal_add_buffer: allocated 'data ' buffer, size = 15134.81 MB, (15135.20 / 21845.34)
ggml_metal_add_buffer: allocated 'eval ' buffer, size = 1280.00 MB, (16415.20 / 21845.34)
ggml_metal_add_buffer: allocated 'kv ' buffer, size = 1562.00 MB, (17977.20 / 21845.34)
ggml_metal_add_buffer: allocated 'scr® ' buffer, size = 512.00 MB, (18489.20 / 21845.34)
ggml_metal_add_buffer: allocated 'scril ' buffer, size = 512.00 MB, (19001.20 / 21845.34)
system_info: n_threads = 8 / 10 | AVX = @ | AVX2 = @ | AVX512 = © | AVX512_VBMI = @ | AVX512_VNNI = 0 |
FMA = @ | NEON = 1 | ARM_FMA = 1 | F16C = @ | FP16_VA = 1 | WASM_SIMD = @ | BLAS = 1 | SSE3 = @ | VSX =
10 |

main: interactive mode on.

'
)

-Metalfl9GPUE

-+
L
gus

M aSBRHI]

Reverse prompt: '### Instruction:

sampling: repeat_last_n = 64, repeat_penalty = 1.100000, presence_penalty = 0.000000, frequency_penalty
= 0.000000, top_k = 40, tfs_z = 1.000000, top_p = 0.900000, typical_p = 1.000000, temp = 0.500000, miros
tat = 0, mirostat_lr = 0.100000, mirostat_ent = 5.000000

generate: n_ctx = 1024, n_batch = 24, n_predict = -1, n_keep = 21

Running in interactive mode. ==

- Press Ctrl+C to interject at any time.

— Press Return to return control to LLaMa.

— To return control without starting a new line, end your input with '/'.
If you want to submit another line, end your input with '\'.

is an instruction that describes a task. Write a response that appropriately completes the reques

Below

> 1

33B Q3

129ms/tok




Il LLaMAZ7: llama.cpp

o ZRifiserverZtix

o llama.cppidigft 7 ZRi%servertINEE, FATAPIE
AR 55 im

$ ./server -m ./zh-models/7B/ggml-model-g4 0.bin -c 4096

—eps le-5 -ngl 1 ~N
Y
‘%%f:”ﬁﬁ >>

SYSTEM PROMPT='You are a helpful assistant. fR@—T/FRTEIAR

BE. -

INSTRUCTION=S1

ALL PROMPT="[INST] <<SYS>>\n$SYSTEM_PROMPT\H<</

SYS>>\n\nSINSTRUCTION [/INST]"

CURL DATA="{\"prompt\": \"SALL PROMPT\",\"n predict\": 128}"-/

curl —--request POST \
——url http://localhost:8080/completion \
—--header "Content-Type: application/json" \
—-—data "$CURL_DATA"

Aa

XA
;iii

{

"content":

demo= FHiF

APIiR[o]

77 4) Lﬁ%EQEE SERHIZBETRIMNAGEIE; 5)

é\': 1N |

?i‘%?ﬁﬁ*{@i H[E'S1E

, IBRFFAEHIEESHEXEIINIE, XEEZNETERSA

— s, EFERIRA MR,

"generation settings":

g6 k.bin",

"frequency penalty": 0.0,
"ignore eos": false,
"logit bias": [],
"mirostat": O,
"mirostat eta":
"mirostat tau":
"model":

5.0,

"n ctx": 4090,
"n keep": O,
"n predict":
"n probs": O,

128,

0.10000000149011612,

" MTFRATXIEFRENEN: 1) FEAHREA, TEX
FIEMSERAEAE: 2) RIEEMBLTILE, EFMRNERNLGE;
I AMRSNIER TIEE, BRAEFRAMEIZLEE). 1Z2F

3) &~

BEEFRRIIT

LEUE’%E/V(/R_E
B &K EF]

"zh-alpaca2-models/7b/ggml-model-



Il LLaMA&Z: LangChain

« LangChainZ2— 1"RATH &SRB IRENaI N AHRIHESS
e ARAGRIAEIZITSRERS. WE. XA, (BEE. EEHNFETFLLMENNNAER
o FUIEREN: FESRELEREEHMIUER

- HAMREMR: RAFEESERESENEHITRE

>python langchailn ga.py —--embedding path textZvec-large-chinese --model path
chinese- alpaca plus—-7b-merged-hf --file path doc.txt --chailn type refine

2 s\ 9 IR 4R

K

= >1&E’J1’Eu':|':|,u1%—f¢ FE, NgEDRE, BIEMYS, FHRE STIRSMSERFFE. BAME
E/‘]-IEJ/EU, %F)—Ibt )\J-Qﬂljlﬁ/uo

>python langchain sum.py —--model path chinese-alpaca-plus-7b-merged-hf --
flle _path doc.txt

iH > FEEERFHIERPREESOFA, BN FR . B, WUANSHS, BRMEREER
= I, 15@ AN TSR AOMNGRER, XEF@AEES, & Z2Ei, REMIAGRKEZAZMER

B, BERE, AR T HENIESE, FRANR. A, REZELS ?&1’@%&?@)\%, RAZ1E63% =
ft, E,\J&E’Jjﬁ*‘ﬁ DEmEZRkR, BE FRE y% FRINA REE,
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Il LLaMA&S: privateGPT

« privateGPTE—HMHMN B 2B RIERIZZF WA
o ETFLangChainA &AM EDITSRIEZFRENEO, BAERZIERMMCTTAB L
o ZIFGGMLIEZ\ (llama.cpp=t18T) RELAMGPT4AI-JIE TR EY

XA A5

op
At

NEEEE]

: ' % YLLaMA & Alpacak s

Chinese LLaMA & Alpaca Large Language Models

 SAERT.net

N A gmhgie il 1P &8 NS =RE
ingest.py privategpt.py

il
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Il LLaMA&S: privateGPT

» RTBI

SHrsEFAN SHBEEILS ! FPEEEE
Wil | IIBALDEETIE
S5 : WHIRI 2R =X " IR sakh

=)

= B O R ok

I

ﬁg:
202
Bl
ey
FE
A1
LS
Ak
E5Y
PER
L
HE

x4

-

" B SHRRESEIS
=FEFRERNE  DEREEICR !
FHIBRALSS AR IIEA R - BUAE)
il 45

5 H 30 H, #4MEHRIE, Rt CEO TR A CHLR % 7EdL

mlo WHENLFR, 7 BhKs <2 0 EBU M7 3 S R h ) L
W), Xafh =FREIRTTE,

Sk, R ZE R R e [ TESRAE, AR A TT AR FIEmE R
FEe, Xt TS, AARHESABTRR, Fh— Yol
R EENNEE LR AALYR, BT HE, i
HFRIEAE

5 H 30 AR 30, BRI £ M ReT Rl 5t 30 AR A G Ab a4k
&, G FACLUE AL T B B AR X # AT i,

R 1 oy S B AA THD RN e R A A H O B, T b 22e B E AR O o b T A
1.2 5Fh%, 1202149 J1 9 HERL.

privateGPT

Q: 58P EHIZN FHHRAMMENE X

RIFHITAE BMIRE, 1FHRIEPEMHIZRIRINEARILT, 1225 TR A ZE RN RIS FF
mipindl, BXUAENERFIGENEMRTM, FEIt, ERFN—ERNER, FHREEENT K
MIZHRRERN, FPEHTER@NAZ BRFER, UL AHFENgRNBAIER, W, BE
FFETAIE R E IR, ZASPREsH—TF A 88 R T AR, AirtelE
ATHRE e, XUFREFENEAFRAR Z B R — 1T E R,

Q: $HHL L T i R AR RIS 42

TELERINZAEEE ER, SR EEMY BIE#T MR 0E., £ B, SHhLE
T 8 DB ET M ERINI125 B8R AZE175H 8. AT EREHBIRARFEIE AIA,

Q: SEiRLLRIBEAEERTAEHMN?

RIEEETIREIEEMRED T, SHiRhErEE U T —EH:
1.a5REBASENEMERE, #HMFHAEPREDIZNARITL, aPEEEE IR
THE. ERRSFHEHIT 7 SWELGEN, XA AIEED KR Lz )@+ T KBRS
Fo

2. ZWAFET NI DBAERIEAT] URRRA—TT KIRNARERE, LE8T] SHIIEXK&EARY
BalRELN Z2—, ¥ ErEANTNETERANRST =K,

SIS HFEARLAEHEREDTD LRFNEE, BEEFNETEMZNOIENEMN, EES
EF-miEZ BN R FRA T AT REERHER, BULRIAE, SR rfEsMiX—nRR HE NS
SKEEIRINE

4 WIS ETWHEREFHRR. (FARKERIFERSEDZZ—, FEMIZIIRFETIAY
REEAEENSEEX . MRAIIMHREIFE, SHANSEGZH—TT AEEEHCERNZNY
NAMERNFEE RHIZ,



Il LLaMA4Z: {50penAl APIiEF

{50penAlRAPIER A &
 {FfastapiSLIAYTE Z A5 OpenAl APIXi&RIAR S 25Demo
o TJBAMEAIX RIEIEE T R AREREAIT AW ug DA R E A E #8yWeb Demo

{
"1d": "cmpl-3watgWsbmYgbWXupsSik7s",
"object": "text completion",
curl http://localhost:19327/v1/completions \ "creatfd i 1586067311' "
o . . . N model": "chinese-llama-alpaca',
-H "Content-Type: application/json" \ N . .
4 vy choices": |
4,,_ {
"prompt™: "R REEHIEME " "index": 0,
} "text": "RENBH#HEILR., "
RiZEAPIER }
]
J

JSON;R[E
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ll LLaMAAZ: WebUI

« EF GradiofWebUI
s MARARFIFERNS AREHATRE, 2F=20RENE. Z8XN1E. MV iR E 3F

) Chatbot

FRE—MREFLELE, ERTETARTNUES. BAAERRENE. FRREESEATREAHLXMAREN, MNEZMRMNOABHERZE. FRREERITSMR, FlWe
EFNE. TEFERAIT BESE,

2l e — R R ?

WEF—THRMEFEEZEA TR

LB%, BEREFFENBNEN, URENINGENSE;

2ER, FEAERBNRER, BEFEAR. M ARNEMBXRARAGS;
3.8fE, BREEFESENTTRITALLE, ARRDIBNSIAN;

455, FERHTRMAE, NERMAJNTHMEHE,

Clear History

Maximum New Token Length 512 2
Top P 09 <
Temperature 0.5 s
Top K 40
Do Sample

Repetition Penalty 1.1 S

R332 -
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Il /N&

» fAXLLaMA&Alpaca KRB R5IINE (—H. —HA)
o BEINREARLLAMAFITIERYT B, EEZERAPHRFLRE
o FEMREMENKD, HEABHRRSMWIAZK

« EF—fLLaMA: 7B/13B/33B, EfthR. Plushk. Prohi

e EF_"{CLlama-2: 7B/13B
¢ JE{RIREA

e FE I TFXHIChinese-LLaMA-2-16KF]Chinese-Alpaca-2-16K

o ZESHFNAEREEVisualCLA
o EBILLaMAEEMN/MNEIE SR SEI S EFLLMBIR FE

e llama.cpp. @'transformers. text-generation-webui, LangChain. privateGPT. ......

o REMRBEMIMRAFIFEEN, RBSFAUXFE ©



lLl‘f EEI‘:E

SUMMARY AND PROSPECT



Il 24

ITAS $=— m

RE......

DIl
Y

- BRBSRTARENT
- ERATNINZFIESRE: GPTRY *
GPT, GPT-2, GPT-3

b MEBBIEE, METFXEXIUEX, Mt

$ ZoEEIERERSE

InstructGPT. ChatGPT (GPT-3.5) . GPT-4
> FERAIETNNZE S =8

LLaMA. Alpaca. Llama-2. Code Llama
» AN FEAERILLaAMA & Alpaca \

R Z S5 EE<EAE

SEFREL: R EFPXRE, SESEE
IR, S, 85, M
- BESRE

BAEXFERE, RBEESER

BRARBAR T, MIIGEIEREBEINFE
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Il RERE

- KHEE vs, VGRS

AEBN VR Z B BB RTINS, MR
2, ENESFARENARETAIEERANRELRE

==

B HITEINGE AR TENESESH T EZS

(I

KERREBF R MERTE
- KIERHIRITMN
R SRR

52

‘M—EUREMEBRESNIETE, TEZREGEIERRIBERES

)|
SENLUKEETRE, ASRESEE, DB EESLERAMITNAREESRR

NG EMEM A EI T EITENDRESH—DEZE
> RREF R HI{EIE o)
AERBNEEEN 2 —IEXN S, BERIXN A= ERE N
- AINRERREAAERNGE, UEH T KRARARARISIRRIER T,

ANEER 7 FEHAR ) B X £ 0] @R




(| =P S

X LLaMA (Eft. Plus)

X RBT(L) X Alpaca (Efiti. Plus. Pro)
, A LLaMA&AlpacaX{EE!
32 MobileBERT _ . | A Z RS AIEEVisualCLA
= N LU Sr i B
MiniRBT (H3X)
X LLaMA-2, LLaMA-2-16K
HNIRZXE T HTextBrewer A LLaMA-2&Alpaca-2- KiEEY A3 Alpaca-2. Alpaca-2-16K

REIFL B T ETextPruner

fillsEEETR

il Zs R 5 IR &R

ZIBFBI— 1M 7 IAGRAIN Y BERT-wwm

Y RoBERTa-wwm

/I E=F11)||% CINO
D RIRIES Tl 2R B A XLNet

ZIaE lIgRRE

Y ELECTRA (@M. 8i%)
18 FHNLU )| GriE By . MacBERT (f37)

PERT (. HEX)

BIX SRS ELVLE

SIRSTRI SRR R

LERT ()

CharBERT (%)

0 GitHub: http://anthology.hfl-rc.com
@ Model Hub: https://huggingface.co/HFL

119


http://anthology.hfl-rc.com
https://huggingface.co/hfl

THANK YOU!

O https://github.com/ymcui

@ https://ymcui.com
M YMCui@ieee.org
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