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 BERT: Bidirectional Encoder Representations from Transformers
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[Devlin et al., 2019] BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. In NAACL 2019.
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[Devlin et al., 2019] BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. In NAACL 2019.
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e FIZRIESD: Masked Language Model (MLM)
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The man went to the [MASK] to buy a [MASK] of milk

[Devlin et al., 2019] BERT: Pre-tra

ning of Deep Bidirectional Transformers for Language Understanding. In NAACL 2019.
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e FIZRIESD: Masked Language Model (MLM)
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O
0 went to the store — went to the [MASK]

replace w/ [MASK]

o
0/0 went to the store - went to the apple
replace w/ random word

o
0/0 went to the store - went to the store
keep original word

14 [Devlin et al., 2019] BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. In NAACL 2019.
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o FMIIZRESS2: Next Sentence Prediction (NSP)
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e JiMSentence BE L £Sentence AR F—1Na)F

J Sentence A: The man went to the store.
Sentence B: He bought a gallon of milk.
IsNextSentence
x Sentence A: The man went to the store.
Sentence B: Penguins are flightless.
NotNextSentence

15 [Devlin et al., 2019] BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. In NAACL 2019.
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System Dev Test
EM Fl1 EM Fl

Leaderboard (Oct 8th, 2018)

Human - - 823 912
#1 Ensemble - nlnet - - 86.0 91.7
System MNLI-(m/mm) QQP QNLI SST-2 CoLA STS-B MRPC RTE | Average #2 Ensemble - QANet _ . 845 905
392k 363k 108k 67k 8.5k 5.7k 3.5k 2.5k - #1 Single - ninet - - 83.5 90.1
Pre-OpenAl SOTA 80.6/80.1 66.1 823 932 350 810 860 61.7]| 740 #2 Single - QANet - - 825 893
: Published
BiLSTM+ELMo+Attn 76.4/76.1 648 799 904 360 733 849 568 71.0 BiDAF+ELMo (Single) _ gsg . ]
OpenAl GPT 82.1/81.4 70.3 88.1 91.3 454 80.0 823 560 752 R.M. Reader (Single) 789 86.3 795 86.6
BERTgBASE 84.6/83.4 71.2 90.1 935 521 858 889 664| 79.6 R.M. Reader (Ensemble) 81.2 879 823 88.5
BERT ARGE 86.7/85.9 721 911 949 605 865 893 70.1, 819 Ours
BERTgask (Single) 80.8 88.5
BERTLARGE (Single) 84.1 90.9
BERTLArGE (Ensemble) 85.8 91.8 - -
BERTLarGE (Sgl.+TriviaQA) 84.2 91.1 85.1 91.8
BERTArGE (Ens.+TriviaQA) 86.2 92.2 87.4 93.2
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[Devlin et al., 2019] BERT: Pre-training of Deep Bidirectional Transformers for Language Understanding. In NAACL 2019.
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[Cui et al., 2020] Revisiting Pre-trained Models for Chinese Natural Language Processing. In Findings of EMNLP 2020.
[Cui et al., 2021] Pre-training with Whole Word Masking for Chinese BERT. In IEEE/ACM TASLP Vol.28.
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BERT model uses wordpiece tokenization
B ##ER ##T model uses word ##piece token ##ization
B [M] [M] model uses! word [M] token ##ization [M]
B ##ER [M] model! good word ##piece [M] [M]
[M] ##ER H#H#T [M] [M] word hello token! ##ization
[M] [M] [M] model uses word ##piece  token! apple
B! hello [M] model [M] [M] ##piece token ##ization
B ##ER H#H#T fruit uses word! [M] [M] [M]
IMIEZRBIEAS, | RAFEBREERRE, RixEEEERN50%
18 [Cui et al., 2020] Revisiting Pre-trained Models for Chinese Natural Language Processing. In Findings of EMNLP 2020.

[Cui et al., 2021] Pre-training with Whole Word Masking for Chinese BERT. In IEEE/ACM TASLP Vol.28.
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Model SQuAD 1.1

BERT-Large, Uncased (Original) 91.0/84.3 86.05
BERT-Large, Uncased (WWM) 92.8/86.7 87.07
BERT-Large, Cased (Original) 91.5/84.8 86.09
BERT-Large, Cased (WWM) 92.9/86.7 86.46

A EXESHE (from Google)

Model CMRC 2018

BERT-base 84.5/65.5 /7.8
BERT-wwm (base) 85.6 / 66.3 79.0
BERT-wwm-ext (base) 85.7 /67.1 79.4

A FXESUR

19 [Cui et al., 2020] Revisiting Pre-trained Models for Chinese Natural Language Processing. In Findings of EMNLP 2020.
[Cui et al., 2021] Pre-training with Whole Word Masking for Chinese BERT. In IEEE/ACM TASLP Vol.28.
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e Nt &I (N-gram masking)
o W—TIEERIN-gramE oA ITIENE, #—TIEBIMMLMESEE
o FILMIXE,

i

: N-gram Masking > Whole Word Masking > vanilla MLM

Orlglnal We went to the store to buy some fruits.
R0
WWM We went to the [M] to [M] some [M].
AR T
NM We went to the store to [M] [M] [M].
N-grami#&h
20 [Cui et al., 2020] Revisiting Pre-trained Models for Chinese Natural Language Processing. In Findings of EMNLP 2020.

[Cui et al., 2021] Pre-training with Whole Word Masking for Chinese BERT. In IEEE/ACM TASLP Vol.28.
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[Cui et al., 2020] Revisiting Pre-trained Models for Chinese Natural Language Processing. In Findings of EMNLP 2020.
[Cui et al., 2021] Pre-training with Whole Word Masking for Chinese BERT. In IEEE/ACM TASLP Vol.28.
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o« BETA|iaREIEaFIZIEEIMacBERT
o TERIEEFRMAT, BN ERFUIIGRE TR FRIRI
o IRH T —FFETROTIIZGAEEIMacBERT, f#/ABERTHRI“FRII
« ETH{LLIEIRAIFRIN

Z5-FE R A —EHYa)
#{F55 (MLM as correction, Mac) , ZEU“XARLEE

HiEsE®EmMNT— 113

>~ 80% of the time, replace with [M] >~ 80% of the time, replace with synonym
- AES BB M M F— A -HBESREMAL T — 1A
> 10% of the time, replace random word >~ 10% of the time, replace random word
" AESHEBEMA T — A " AEESHEBEFRET — A
> 10% of the time, keep the same word >~ 10% of the time, keep the same word
" HESEERANT - 1A " HEZEEBAMNT - A
BERT MacBERT

[Cui et al., 2020] Revisiting Pre-trained Models for Chinese Natural Language Processing. In Findings of EMNLP 2020.
[Cui et al., 2021] Pre-training with Whole Word Masking for Chinese BERT. In IEEE/ACM TASLP Vol.28.


https://github.com/ymcui/MacBERT
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[Cui et al., 2020] Revisiting Pre-trained Models for Chinese Natural Language Processing. In Findings of EMNLP 2020.
[Cui et al., 2021] Pre-training with Whole Word Masking for Chinese BERT. In IEEE/ACM TASLP Vol.28.
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24 [Cui et al., 2020] Revisiting Pre-trained Models for Chinese Natural Language Processing. In Findings of EMNLP 2020.
[Cui et al., 2021] Pre-training with Whole Word Masking for Chinese BERT. In IEEE/ACM TASLP Vol.28.
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+ LIS MLMESS
e NG FH15%HtokeniE L E
.+ MacBERT: 80%EtokentR B NIAMAT, 10% BRI oo 2018
.+ Random Replace: 90%H{tokentZif Bl 15 == |
» Partial Mask: [RIGBERTCEE, EN80%HItoken#iZiR)y [MASK] wale I T Eﬂ;i@ké“i?s'“m
S, 10% R IHENIE | -
. AllMask: 90%HtokenifEid [MASK]
. FIRAII0% LA (AHEA) . .
. WERHE i Sa e
 MacBERT > random replace > partial mask > all mask . . ' : ”[dT]p,]
A EEE: i)li%*ﬁ%@ 2}AEE:.EM1E

[Cui et al., 2021] Pre-training with Whole Word Masking for Chinese BERT. In IEEE/ACM TASLP Vol.28.
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 PERT: Pre-training BERT with Permuted Language Model
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[Cui et al., 2022] PERT: Pre-training BERT with Permuted Language Model. arXiv pre-print.
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Permuted LM

Position Embedding

+
wwmmmm-nnmmnnnn

Shuffled Sentence [CLS] }:% 3!1'1' E- l]Z i ﬁ'i [SEP] ﬂi’, 1‘|3 % [SEP]
— —
Original Sentence [CLS] E57 = YN z 3 R [SEP] fth ! = [SEP]
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[Cui et al., 2022] PERT: Pre-training BERT with Permuted Language Model. arXiv pre-print.
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 Permuted Language Model (PerLM)
o [ENLIZENANFIIKE15% I AN H T
« EIERZEIEEE (wwm) FIN-gram#ERZFEAR (unigram 40% — 4-gram 10%)

Nx15% N

\ 4

A B C D E F G H | J

¢ 90%: BENLIZENE A90%itokeni#1THENIEF
10%: RFAZE, ERNNAHELR, Blidentity mapping

B A D H

28

[Cui et al., 2022] PERT: Pre-training BERT with Permuted Language Model. arXiv pre-print.
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o SCIHTNR: AXNLUES

STSTA 57 HOOES@EER . HH. HREEEEN
m = - N
° 1%1%2()6':': 7-|§1J\ é}tJ:\TPERT*%::, ;E\: E;Ez A B, FTIE . X |0 &53F18
SLINZEER A3 IRIEIRRR . B LIRATES LEEIZIK1E R E R
o SLUGZER: PERTEANZZRNEIERR . S ALIMIRBIMESS LEETR IR T EZEHEEIR
System CMRC 2018 DRCD
y D-EM D-F1 T-EM T-F1 C-EM C-F1 D-EM D-F1 T-EM T-F1
BERT}, e 67.1 (65.6) 85.7 (85.0) 71.4 (70.0) 87.7 (87.0) 24.0 (20.0) 47.3 (44.6) 85.0 (84.5) 91.2 (90.9) 83.6 (83.0) 90.4 (89.9)
RoBERTay,4 67.4 (66.5) 87.2 (86.5) 72.6 (71.4) 89.4 (88.8) 26.2 (24.6) 51.0 (49.1) 86.6 (85.9) 92.5 (92.2) 85.6 (85.2) 92.0 (91.7)
ELECTRA e 68.4 (68.0) 84.8 (84.6) 73.1(72.7) 87.1 (86.9) 22.6 (21.7) 45.0 (43.8) 87.5 (87.0) 92.5(92.3) 86.9 (86.6) 91.8 (91.7)
MacBERT}, ;60 68.5 (67.3) 87.9 (87.1) 73.2 (72.4) 89.5 (89.2) 30.2 (26.4) 54.0 (52.2) 89.4 (89.2) 94.3 (94.1) 89.5 (88.7) 93.8 (93.5)
PERT} 60 68.5 (68.1) 87.2 (87.1) 72.8 (72.5) 89.2 (89.0) 28.7 (28.2) 55.4 (53.7) 89.5 (88.9) 93.9 (93.6) 89.0 (88.5) 93.5(93.2)
RoBERTalarge 68.5 (67.6) 88.4 (87.9) 74.2 (72.4) 90.6 (90.0) 31.5 (30.1) 60.1 (57.5) 89.6 (89.1) 94.8 (94.4) 89.6 (88.9) 94.5 (94.1)
ELECTRA|yrge 69.1 (68.2) 85.2 (84.5) 73.9 (72.8) 87.1 (86.6) 23.0 (21.6) 44.2 (43.2) 88.8 (88.7) 93.3 (93.2) 88.8 (88.2) 93.6 (93.2)
MacBERTyrge 70.7 (68.6) 88.9 (88.2) 74.8 (73.2) 90.7 (90.1) 31.9 (29.6) 60.2 (57.6) 91.2 (90.8) 95.6 (95.3) 91.7 (90.9) 95.6 (95.3)
PERT}arge 72.2 (71.0) 89.4 (88.8) 76.8 (75.5) 90.7 (90.4) 32.3 (30.9) 59.2 (58.1) 90.9 (90.8) 95.5 (95.2) 91.1 (90.7) 95.2 (95.1)
A [FIEIERWME
MSRA-NER (Test) People’s Daily (Dev)
System P R F P R F
BERT}c 95.2 948 954 ©951) 953 (9490 953 @951 953 951 95.3 95.1)
RoBERTapase 95.3 9490 956 9549 955 0951) 94.9 948 953 95.1) 95.1 (94.9
ELECTRApse 95.0 945 95.9 (954) 954 9500 94.8 9479 953 9520 95.1 (94.9)
MacBERT}ase 95.2 949 954 (9540 95.3 95.1) 94.9 946) 95.6 95.1) 95.2 (94.9)
PERT)} s 95.4 952) 9550955 95.6 953) 954 (95.1) 952 95.00 95.3 95.1)
RoBERTajyee 954 9530  95.77 957 955955 957 954 95.7 9549  95.7 954
ELECTRAge 94.9 948) 955950 95.0 948) 94.8 946) 95.3(953) 94.9 (94.8)
MacBERT e 96.3 95.8)  96.3 9590 96.2 9590 95.8 9569 95.8 9577  95.8 (95.7)
PERTarge 96.4 9590 96.4 %6.1) 96.2 9%6.0) 96.3 96.00 96.0957) 96.1 (95.8)

A S ESRRARBIRR
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ll PERT

o SCHONUR: OB EMUEESS
. HIHEAPRXAEFEE, FIAPERTEEFIMR TS
. I (4R, AKX, BX. BUE)

N

~, PERTYYEZMTAIE

B RGUR

~N . /7

Y i AN e —NE
KeA—1I1ZEER KeRIZ— 1 EER
Svstem Wikipedia Formal Doc. Customs Legal
y P R F P R F P R F P R F
BERT 08l 836 763 798 | 921 871 896 | 857 851 854 | 943 898 920
ROBERTai... 842 769 804 | 926 877 90.1 | 86.8 859 863 | 946 900 922
ELECTRA;.. 699 578 636 | 8.1 816 847|696 710 703 | 917 854 884
MacBERT;,.. 843 77.1 805 | 927 878 902 | 864 865 864 | 946 90.1 923
PERT... 865 795 829 | 936 89.0 912 | 883 880 882 | 952 90.7 929

A XK 3E-ELR )RR
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ll PERT

o SCIHTMR: RXNLUESS
e (7T KBpWikipedia+BooksEiE#H1T1)l
o SLIGER: oIS LM T EMBEIZFEGEE)

2k
ZRAYF

7R A

SQuAD SQuAD 2.0 MNLI SST-2 CoLA MRPC

System EM F1I EM Fl | Acc  Acc MC.  Acc
BERT} 5. 80.8 88.5 ; _ 84.4 92.7 60.6 86.7
BERT. 812 885 724 754 | 84.4 92.6 59.3 86.0
ROBERTap,sc _ 90.4 ; 79.1 | 84.7 92.5 _ _
XLNety e _ _ 784 813 | 85.8 92.6 - -
ALBERT b 82.1 893 761 79.1 | 819 89.4 _ _
PERT,.. 848 913 783 810 | 845 92.0 61.2 87.5
BERT arge 84.1 909 787 819 | 86.6 93.2 60.6 88.0

BERTjugewwm' 874 934 828 85.6 87.3 93.4 63.1 87.2

ROBERTajarge - 93.6 - 87.3 89.0 95.3 - -
XLNetjarge 88.2 940 85.1 878 88.4 94.4 65.2 90.0
ALBERT arge 84.1 909 79.0 82.1 83.8 90.6 - -
PERT arge 874 933 835 863 87.6 93.4 65.7 87.3

A EXXEBWE
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ll PERT

e D AENARNE
» EPERTH, #HERYIE A AR A PRYER—MEH# 1 TERR, IXABR
o DI AENEFRRIEIEEERYRZNT: word, N-gram, sentence
L0245 R REA
o RFEAE#/], BANNXARNERBRAEN, HAFFTXERNIEXF]
o NIRNEBRES MK, NNARDEKESMEB

RIRER K

)ﬁ

)<1¢}

System CMRC 2018 XNLI TNEWS ~ OCNLI | o
DEM DF1l TEM TF1 CEM C-F1 | Dev  Test Dev Dev
PERT} . (no limit)  65.4 85.0 70.2 87.3 22.4 456 | 748 744 54.5 70.6 65.02
Lword 59.3 80.6 64.8 83.5 12.6 322 | 732 721 53.2 69.3 60.08
LN-gram 62.2 82.5 67.3 84.8 17.2 36.1 | 734 732 53.8 69.5 62.00
LSentence 63.7 83.2 69.1 86.2 16.8 380 | 743 730 54.1 70.0 62.84

A A[ENERAE FRSLINGER

[Cui et al., 2022] PERT: Pre-training BERT with Permuted Language Model. arXiv pre-print.



ll PERT

« 1. Global v.s. Local Prediction
Global: ZEENIXR LN, Bl y € RV
o Local: FEMABDFHFN, BNy € RY (HRNIBAKE)
EPERTIEZR T, ERE=EIFUNRBIIRGF, SEMEH ARG REIMIEEELE

CMRC 2018 XNLI TNEWS OCNLI

System DEM DFl1 TEM TF1 C-EM C-F1 | Dev  Test Dev Dev Average

PERT}, . (local) 64.1 84.0 69.1 86.5 21.0 433 | 741 744 54.5 70.6 64.16
LGlobal 61.1 81.4 65.8 84.3 15.8 362 | 73.6  74.0 55.4 69.4 61.70
L1 ocal + Global 63.2 83.6 67.7 85.8 19.3 420 | 746  74.6 55.1 70.0 63.59

A Global v.s. Local PredictionSEE& 50 R 35 L
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ll PERT

o 5ffr: Partial v.s. Full Prediction
o Partial: R3XJ1E#AVtokenF#HTFIUN, BIETFIIKER15%
 Full: XA F5IFRIPREtoken#H 1 TFIUN
» Full PredictionZk BEEPERTHEZE T R B IFRYSLIG 25 R
o« HIEFRBTIIZESEIESELECTRA-styleFiN 5=, ENFull Prediction

7

CMRC 2018 XNLI TNEWS OCNLI

System DEM DF1 TEM TF1 CEM C-F1 | Dev  Test Dev Dev Average
PERT},,.. (partial) 64.1 84.0 69.1 86.5 21.0 433 | 741 744 54.5 70.6 64.16
LFull Prediction 63.7 84.1 68.0 36.1 18.7 409 | 743 739 54.2 71.0 63.49

A  Partial v.s. Full PredictionSEE& R R X EE

[Cui et al., 2022] PERT: Pre-training BERT with Permuted Language Model. arXiv pre-print.
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http://cino.hfl-rc.com

Il cINO

o REEMINNGED: @R IDHRIKIES HITEE
» AXLM-REYEAL L, 800 7 NENEMRE1ERUSZIT, oAlEm 1 16KiE&k
s BFRTENPRATEMAIZIEMERE, DUBvIER S EREAR/DN, M275K48HZE 135K

250k

XLM-R 275k
Tokenizer B

135k

Merged CINO
— S > .

Tokenizer Tokenizer

16k /
Tibetan
Tokenizer

16k ( Pre-training J

. w, L Corpora
Mongolian
Tokenizer

Extension Pruning
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Il cINO

o« RBIGEMININZERD: ERHFNHILL
o NTFEEARBEFEIE, XLM-RFInfoXLMP{ER T EFZINK ORI RES
o XHENBH—TEERFIEKEDHANITE, RIEFEAFE Msample — token

JdiT
R

87

NS a /18
2k T YT SN e /17
> i/l
XLM-R HTRE
(Conneau and Lample, 2019) -8 /
InfoXLM Ci X pili o< ng’ l; © = (nili)® = ¢f

(Chi et al., 2021)
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Il cINO

o REIGHFNNNEZKD: RIEMLM
o FENEMOIEER TR —ER, HEEEMIKXRPISEEOEERIE
o ELLFEMLMIGNE LGSR 2 iEMHATEH, HREXNIEMIER EHFI TN
o NAPRIEMLMIZARBITTE10%I)I1Z50T18); 518K EE L E{E R 7 T 5 40%1)I| Z:8 (8]

140000 135359

120000
ISO Code Language Name Language Family Writing System 107380
zh Standard Chinese (Mandarin) Sino-Tibetan Chinese characters . 100000
yue Yue Chinese (Cantonese) Sino-Tibetan Chinese characters
bo Tibetan Sino-Tibetan Tibetan script 80000
mn Mongolian Mongolic Traditional Mongolian script
ug Uyghur Turkic Uyghur Arabic alphabet 60000 57110
kk Kazakh Turkic Kazakh Arabic alphabet 45816 43451
za Zhuang Kra-Dai Latin alphabet 40000
ko Korean Isolate Hangul 25616

20000 11421
5 =
b mn

0 kk&ug ko za  zh&yue total

Vocabulary Size
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 ETHERRENDREBIEEWCM
« BT/ DARIEREZESFEHENRFIER DRI IRRAEND KRS
o 10 MIRELER (ER. B, HE. BR. BARE. AY. BA. HE. 2%, #8) , BE=/MMES

ZRER HERSE AIRER

2alyvg =alyvy 1B s HEIRE RFEm1E BREF1E 15 =it
iE= 32,000 3,995 2.973 1,110 300 6,258 6,558 5,943 4,000 27,164

o ‘DERIEFTBIER D EIIBEECMNews
HEF/ D EIEFTEIMNUGEEEMZE, CAFEEEN D EIRE
o 8RR BB, (hE. BBE. K. EE. 2%, Xt #e) , BETIMES

W ZREE 15,762 2. 341 6,693 4,108 1,432 1,632 2 579 35,547
AW 8,000 1,564 4,466 2,742 960 1,095 2,390 21,217
40
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Il cINO

e FllZrix &
o« FHE: IZx

H 7 14GHXIERIFI14G D EKREIEIER (in-house)

N ) — YA\ R —
o« %5 ERXLM-RERELHITHIGW, FHERREMLMESH#HITIIIZ
Language #tokens Mean sequence Length Hyperparamter _ Base Model Large Model
Batch Size 4,096 8,192
s bo 130M 13.4 Warm-up Steps 10k Sk
BiEsiE  kk 238M 60.7 Training Steps 150k 75k
a ' Learning Rate 2e-4 le-4
FREFIE ko 170M 20.0 Max Length 256 256
E mn 337M 25.7 MLM probability 0.2 0.2
Adam € le-8 le-8
#ERIE U IB 23.1 Adam 5, 0.9 0.9
EJE  yue 276 M 12.6 Adam 55 0.999 0.999
HiE za 23M 58.1 Gradient Clipping 1.0 1.0
Weight Decay 0 0
A zh 1.2B 254 Sampling « 0.7 0.7
A FlEERST A Fl&GEZRE
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o SCIRZER: BIFEIIZRN5R
o ERBIENADEIMIEETNCC L, CINOKIEHEBIHXLM-RIIER
o EEREFIEXN A D RIIEEYNAT L, HEEXLM-REETzm RIAE ERETRFT

80 88
73.1 o4
60 87
40 86
31.1 32.8
20 85 I
0 N N 84
Basetz Bl Larget= £ Basefz Y Larget&E &Y
A FIENXARDETNCC (MhAELER, ACCIEHT) A BAEFIIEN AR EYNAT (FAARESLE, ACCIEMR)
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» LINZER: SIS 1ERE

» CINOMLEXLM-RE=REDHERIRKIES LAE BIfRIIS1E S AL

Model bo kk ko mn ug yue zh Avg (Minorities) Avg (All)
WCM base models
\J| Qi']: . I::lj( XILM-R-base 19.0 16.7 432 15.2 23.3 58.3 78.1 29.3 36.2
K ”I ‘;k A h — min CINO-base 36.2 432 449 39.1 33.4 59.7 78.0 42.6 47.6
MR 7INE T -
/)\IJ-LK P - E%E%ll:l = large models
XLM-R-large 184 329 438 222 27.8 60.0 773 34.2 40.3
CINO-large 40.6 448 448 41.6 28.8 50.8 79.2 43.3 48.4
Model bo kk ko mn ug yue zh | Avg (Minorities) Avg (All)
. — base models
Ngk: DEHEREKRIES  MNews | o1 M Rbase 381 696 883 351 77.5(67.7/88.6) 87.8 58.6 66.1 65.0
/)”U'Et quz min. — zh CINO-base 855 792 89.0 773 77.4(77.0/78.0) 869 68.8 82.6 80.6
large models
XLM-R-large 30.1 80.8 88.9 30.8 85.1(76.4/91.0) 87.5 63.6 67.2 66.7
CINO-large 86.8 83.0 90.3 794 78.8(68.4/91.3) 879 71.2 84.4 82.5
43
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s EMRENIGSHENERIFRS
» FNMRAZIE: T OSMEEMKRIER T, BREEANIR

» BREFE: WREPRIEI D NER"I R IER D #H1TEINR, Mmds/) il

Teacher —> Outputs

Dataset

O\

Student —> Outputs

\ 4

s TextBrewer
P i,
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s AO=EEEEMARRER T, FAREIMATREIVER, rJUEFZN"HFE"NIIE

» ANMRZKMERAZ B R TRMREAR . RARBSUR AR

et g o=
MmN 3

I train Ipredict
I D BEIEING— 2miEE

Mt

@ FHABEMIIGmRK, 1LF5

® Student Teacher »
Model WSSl train  hardlabel @ EXFHIAK—DFAIEEY

(l
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lll TextBrewer

 TextBrewer: An Open-Source Knowledge Distillation Toolkit for NLP
e R YETHMREMES BIEIERE TPyTorchiAIRZET A S
o IR AHE. RE. ZHNANRZMEESS, DR mEXIERERE R

» Jh|8) http://textbrewer.hfl-rc.com/ 20181d pip install textbrewer®&ixs

s TextBrewer 1200+

« BRI X: ERTEMIREEH (EZE M Transfomersgis)

« FERE: FTEHRASZIWRERLE XIFHEMBEXIRKFRIR
» AN TENHTS ZERERG EFHITIZX

- EREI: XIFHRENLPES, UIXADE. FIEER. FImESF
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[Yang et al., 2020] TextBrewer: An Open-Source Knowledge Distillation Toolkit for Nature Language Processing. In ACL 2020.


https://github.com/airaria/TextBrewer

lll TextBrewer

» TR EIRITIRM
» Distillers: ATHATEFRIFNIRZIBIIE, EX 7B MZERES
 Configurations: FDistillersi2tNEMEEEE

2 —EMBININEE, WRESHNTITH

«T
J

\

o Ulllities:

ot N . . N N ( )
Distillers | Configurations Presets
4 [ N N L[ ) Schedulers
GeneralDistiller MultiTeacherDistiller DistillationConfig ) ’ o |
L J { ) | Basic | | | U ) | psses Utilities
( N ( \ | Trainer | | | ( A \
BasicDistiller MultiTaskDistiller | TrainingConfig )
. VAN VAN W, . W \ - J
A I A Y
[ AbstractDistiller J { DistillationContext } [ Training/Distillation Utilities }
50
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lll TextBrewer

® I{lE 5}&'*5 EAIZRER EAVIZRER (FIB 3R EIER)
S~ N

. B RBZAINESTE = P
} <€v£7 = BAIIRFRIINE
)l

IMEE, EXHBACFERE | e
» 1iazkiE LIRS RYDataloader | eem s

< > N N
o T IR

IRt ERE

433 1 from textbrewer import GeneralDistiller
2 from textbrewer import TrainingConfig, DistillationConfig
3
. " \ N ——t
° %}J ylA,ftDIS-tlller *’] ool }”Q?@BEE$D TR /EE.%J@BEE 4  # We omit the initialization of models, optimizer, and dataloader.
I:I ) AR 5 teacher_model : torch.nn.Module = ...
6 student_model : torch.nn.Module = ...
\ J\ | N LI 7 dataloader : torch.utils.data.DatalLoader = ...
® - x d p *[ ”b k %J o E@B$ ?': )\?': | *I:I 8 optimizer : torch.optim.Optimizer = ...
A— a a tOrS Ca aC J 73 /13 d L % JL_I 9 scheduler : torch.optim. lr_scheduler = ...
25332 9 [a]ifE 1
\ ; .
-ld ”éﬁ\ *E FH HAT IO 1 0 11 def simple_adaptor(batch, model_outputs).
12 # We assume that the first element of model_outputs
13 # is the logits before softmax
N . . . N i 14 return {'logits': model_outputs[0]}
T D ” E N VANE -2 5)) -
A Distillerftrain 7 E 18 2% 15 s
16 train_config = TrainingConfig()
17 distill_config = DistillationConfig()
i i ) — N pm—— 18 distiller = GeneralDistiller(
o R/EBD :1 T DL-I-LR Eﬁ*g%{}% /—{ —— %EZO{T t— EE’\J1* ﬁkj’ I 19 train_config=train_config, distill_config = distill_config,
AR - ) — * 20 model_T = teacher_model, model_S = student_model,
21 adaptor_T = simple_adaptor, adaptor_S = simple_adaptor)
22
23 distiller.train(optimizer, scheduler,
24 dataloader, num_epochs, callback=None)
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lll TextBrewer

Y01 =X FBD 7S MNLI SQuAD  CoNLL-2003
» ANRZTEBR Model m  mm El\/([)u Fl o F
T BERT 83.7 84.0 815 88.6 91.1
o ZMAREL: BERT-base (110M) T
. - — DistilIBERT 81.6 81.1 79.1 86.9 ;
o A FEHI TinyBERT 805 810 - - :
+DA 82.8 829 727 82.1 _ —
e T6 (60%), T3 (41%), T3-small (16%), T4-tiny (same as TextBrewer
. o BiGRU _ - - _ 85.3
TinyBERT, 13%) — T6 83.6 84.0 80.8 88.1 90.7
e 15 T3 81.6 825 763 84.8 87.5
o ERENIMENIRZX] T3-small 813 817 723 814 78.6
T4-tiny 82.0 82.6 737 825 77.5 —
o TOZEM ] DUARIZMRELNRAV99%, RBUARFR45/V\2E60% A BEITEENR
e T4- tlny% i Bﬂéﬂ:%'ﬁ[ TlnyBEP{T Model MNLI SQuAD  CoNLL-2003
m mm EM Fl Fl
o ZENIMENTHZXIE Teacher I 83.6 84.0 8I.1 88.6 91.2
o Teacher 2 83.6 84.2 &81.2 88.5 90.8
. ,;iz\’EEEIJI:I E/J,aq/-_dtﬁﬂé /%Eaiﬁt;\;f(%, 173 \T_I-f\-Ef_LI\- 4 Eljdii I’EATU_ Teacher 3 83.7 &83.8 &81.2 88.7 01.3
=+ Ensemble 84.3 847 823 &894 91.5
%= (ensemble)
Student 84.8 85.3 83.5 90.0 91.6

A SHUMZEBBER

[Yang et al., 2020] TextBrewer: An Open-Source Knowledge Distillation Toolkit for Nature Language Processing. In ACL 2020.
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lll TextPruner

 TextPruner: A Model Pruning Toolkit for Pre-trained Language Model
s WHE T HMRBAESCIEIEINE TPyTorchiUREIFEI T EE

s BURS. RENFBHAENRRAITEWABR, MMEIEEREEA, RAREE,

e Jhl0) http://textpruner.hfl-rc.com/ B1@1d pip install textpruner&ix

)<l¢}

sy TextPruner 190+
" aii, ©

- INEeBA: EEZSMIIZEE, MAKRZSMNLUESS

o AIEFIL: FRTFEPLMAL, thal{EATextPrunerf BIE THmEPLMA A B E M ZEY
« RiG(EHRE: vI{EPythonBI7EPythonfiIZRFR{ERA, iR T Mm<ITTIA
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[SEP]

64

[Cui et al., 2022] Multilingual Multi-aspect Explainability Analyses on Machine Reading Comprehension. In iScience Vol.25.



|l FRISRE SR EL AT REFR 1L

=y
H 5

HAFFR (Kovaleva et al., 2019) FXHBH, Fijl
o Ot EREKAR
o EEEMERT, 453 =[CLS|FI[SEPIX N ANTFENERS

1

bt

AR B AR =

I}
S

10

r
I

e \ e \ \ } : - e = m—t—
s EEfTIRIVE, NBSZTRIERNERS
Vertical Diagonal Vertical + diagonal ~ Block
.
s ] | ..
[CLS] [SéP] [SE|P] [CLS] [SEP] [SEP] [CLS] [SEP] [SEP] [CLS] [SEP]
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Table 1. Results on masking part of attention map

SQuAD CMRC 2018

EM F1 EM F1
Baseline 80.687 88.129 63.796 84.789
No [CLS] 80.802 88.276 64.119 84.858
No Mid [SEP] 80.689 88.082 63.896 84.626
No End [SEP] 80.522 87.959 64.299 84.866
No All 78.956 86.414 63.659 83.945
No Diagonal 80.645 88.241 64.548 84.908
No Q? 76.395 84.195 60.100 80.625
No Q2P 79.941 87.352 64.517 84.592
No P2Q 12.763 16.355 15.070 18.466
No P? 34.441 51.792 16.278 42.906
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